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1 Introduction

Since ChatGPT’s launch in November 2022, generative Al (GenAl) has become central to work-
force discussions globally. Business leaders have forcast, and in some cases implemented, sub-

stantial reductions in labor demand linked to Al adop’cion.1

Yet despite these warning signs,
a critical question remains open: How widely has GenAl reshaped labor demand globally: are
the effects concentrated in high-income countries, or have they reached labor markets in devel-
oping economies as well? With over 80 percent of the world’s population living in developing
economies, where social safety nets are weaker and displaced workers have fewer alternatives,
this answer carries enormous policy implications. However, empirical studies on GenAl’s labor
market impact remain confined to a handful of high-income countries, leaving the developing
world largely unstudied.?

This paper provides the first systematic cross-country study on whether and where GenAl has
reshaped hiring across occupations. We analyze 555 million job postings from Lightcast spanning
84 countries over 2021Q1-2025Q2, exploiting ChatGPT’s November 2022 release as an external
technology shock to the labor market. Our identification proceeds at two levels. Within countries,
a difference-in-differences design identifies displacement by comparing occupations that differ in
Al substitution vulnerability but face similar GenAl exposure, before and after ChatGPT’s release.
Following Liu, Wang, and Yu (2025), we distinguish between (i) GenAl exposure: the technical
applicability of GenAl to job tasks, and (ii) Al substitution vulnerability: the extent to which
contextual factors such as regulatory constraints, workplace contexts, and complementary inputs
enable actual displacement.® In addition to estimating the global effect, we also estimate the ef-
fects separately for high-income countries (hereafter, HICs) and low- and middle-income countries
(hereafter, non-HICs), and, in the full sample, interact the occupation-level contrast with national

conditions to identify factors that could plausibly shape the displacement effects.

1See, for instance, Anthropic’s CEO predicting that half of entry-level jobs could disappear within five years (Ax-
ios); Tata Consultancy Services, India’s largest private-sector employer, cutting over 12,000 jobs citing Al and skill mis-
matches (CNBC); and the digital payment company Block announcing a 40% workforce reduction tied to AI (CNBC).

2There is a growing body of evidence documenting GenAl’s labor displacement effects in formal labor markets in
the U.S. and U.K,, such as Brynjolfsson, Chandar, and Chen (2025), Eisfeldt et al. (2023), Liu, Wang, and Yu (2025),
Lichtinger and Hosseini Maasoum (2025), and Klein Teeselink (2025), and for online freelancers (Qiao, Rui, and Xiong
2023; Hui, Reshef, and Zhou 2024; Demirci, Hannane, and Zhu 2025; Teutloff et al. 2025; Betai and Chen 2025).

*Our Al substitution vulnerability measure is constructed as the inverse of the AI complementarity index in
Pizzinelli et al. (2023), capturing six occupational dimensions: communication, responsibility, physical conditions, crit-
icality, routineness, and skill requirements.


https://www.axios.com/2025/05/28/ai-jobs-white-collar-unemployment-anthropic
https://www.axios.com/2025/05/28/ai-jobs-white-collar-unemployment-anthropic
https://www.cnbc.com/2025/08/04/indias-it-layoffs-spark-fears-ai-is-hurting-jobs-in-critical-sector.html
https://www.cnbc.com/2026/02/26/block-laying-off-about-4000-employees-nearly-half-of-its-workforce.html

We begin with the full sample of 84 countries. Postings for occupations with above-median Al
substitution vulnerability fell by 5.5 percent relative to less substitutable occupations after Chat-
GPT’s release.* That average, however, masks wide variation. Allowing each country its own
coefficient and formally testing whether these coefficients are equal, we reject the hypothesis of a
common displacement effect, which motivates the analysis that follows.

Splitting the sample by income group reveals an emerging divergence between HICs and non-
HICs. In HICs, GenAl has led to significant and intensifying declines in hiring for highly substi-
tutable occupations: postings fell by 5.8 percent on average relative to less substitutable roles, with
the decline widening from 3.6 percent in the first year after ChatGPT’s release to 8.9 percent by the
third year. By contrast, effects in non-HICs have been more muted—averaging 1.5 percent, sta-
tistically insignificant, and showing no such escalation over time. These results are robust across
a range of empirical specifications, including different measures of GenAl exposure, alternative
sample-selection processes, and different weighting schemes.

Why do GenAl’s effects differ across countries, especially between HICs and non-HICs? One
view holds that GenAl, largely developed in HICs, may have limited applicability in non-HICs
due to the lack of enabling factors, such as digital infrastructure and devices, computer at work,
complementary human capital, and coverage of local languages.” Under this view, GenAl adop-
tion is currently weaker in non-HICs, leading to muted effects on labor demand. An alternative
perspective emphasizes (indirect) international spillovers, in which GenAl may disproportion-
ately affect non-HICs through trade by automating tasks in offshorable service sectors (World
Bank 2025; World Bank 2026).

Our cross-country heterogeneity analysis supports both mechanisms, revealing the conditions
under which displacement emerges. First, the magnitude of the effect on labor demand increases
with GDP per capita, aligned with the results that the displacement effect is more notable in HICs.
Second, conditional on income levels, countries with higher GenAl adoption rate experience larger
relative declines in postings for highly substitutable occupations, thereby linking displacement ef-

fects directly to GenAl adoption. Furthermore, displacement effects are stronger in countries with

“The global average effect is estimated controlling for GenAl exposure and monetary policy sensitivity at the occu-
pation level.

*Gmyrek, Viollaz, and Winkler (2026) documents that lower levels of computer use and non-routine analytical tasks
within the same occupation in developing economies result in lower exposure.



higher levels of smartphone ownership, education, and English proficiency, which are often con-
sidered complementary factors for GenAl adoption (Liu and Wang 2026). Finally, trade special-
ization matters as well, though the significant level of the effect largely depends on the measure of
digital trade specialization used. Countries with higher net export shares in computer and infor-
mation services or in digitally deliverable services more broadly experienced significantly steeper
declines. Under alternative trade measures, the point estimates remain negative but are no longer
significant.

In sum, the cross-country analysis shows that the low GenAl adoption, or the lack of the com-
plementary factors that enables it, has so far kept the labor-demand impacts observed in HICs
from emerging in non-HICs. Limited specialization in digital services exports may also have
muted GenAl’s displacement effects in some non-HICs.

This paper contributes to the emerging literature on GenAl and labor markets in three ways.
First, it is the first global, cross-country study on GenAl'’s causal impact on formal labor demand.
Existing studies largely focus on a few HICs or specific sectors, with limited evidence from non-
HICs.® Covering 84 countries, we find that displacement effects are large and intensified over
time in HICs, whereas they are muted and insignificant in non-HICs. This has important policy
implications as countries prepare for the potential effects of GenAl.

Second, we document substantial cross-country heterogeneity in the labor displacement effects
of GenAl and provide evidence on the mechanisms underlying this variation. Country-level fac-
tors, such as income levels, GenAl adoption rate, smartphone ownership, human capital, English
proficiency, and (digital) trade specialization, are identified to jointly shape the magnitude of the
displacement effects. These findings offer an empirically grounded framework for understanding
cross-country heterogeneity in GenAl’s labor market impacts and for designing targeted policy
interventions.

Third, we address the empirical challenges specific to cross-country job posting analysis. On-
line job posting coverage varies dramatically across countries—roughly 70 percent of U.S. vacan-

cies but less than 1 percent in many non-HICs-and postings skew toward white-collar roles. We

®In addition to GenAl’s impacts on labor demand, experimental studies document sizable productivity gains from
GenAlI adoption (Brynjolfsson, Li, and Raymond 2025; Cui et al. 2024; Noy and Zhang 2023; Dell’Acqua et al. 2023). Ev-
idence on labor market outcomes such as wages and hours remains mixed (Jiang et al. 2025; Humlum and Vestergaard
2025; Chandar 2025; Hampole et al. 2025).



apply sampling weights derived from labor force surveys to adjust for these biases.”

The remainder of this paper is organized as follows. Section 2 describes our data sources,
sample construction approach, key concepts (such as GenAl exposure and Al substitution vul-
nerability), and presents descriptive evidence. Section 3 outlines our difference-in-differences and
event-study designs. Section 4 presents baseline estimates of GenAl displacement effects and how
these effects differ across countries and evolve over time. Section 5 further examines the potential
underlying structural factors that shape GenAl’s heterogeneous effect across countries. Section 6

concludes.

2 Data and Descriptive Evidence

In this section, we first describe the Lightcast job posting data used in our analysis. Then, we
explain our preferred Al exposure and substitution (vulnerability) indices, which are key concepts
for our identification strategy. Finally, we present descriptive evidence on how labor demand has

diverged between occupations with high and low Al-substitution vulnerability.

2.1 Job Posting Data from Lightcast

This paper uses the real-time job posting data (active openings in the formal sector) provided
by Lightcast to capture labor demand across 84 countries. Lightcast (previously Burning Glass)
collects data from company websites and online job boards worldwide. The full dataset covers
over one billion job postings from more than 150 economies since 2010. It processes raw data with
a deduplication algorithm, then applies additional algorithms to clean and extract key information
from detailed job descriptions.® Existing studies suggest that job posting data offer more timely
and detailed insights into employers” demand-side behavior than standard labor force surveys or
job openings surveys do.’ In particular, given the uncertainty about Al and the firing costs and

regulations, employment tends to respond with a delay or in a more muted manner to technology

"To facilitate cross-country studies using this type of job posting data, the sampling weights are available for down-
load here: Link.

81t reports information on posting dates, job location, company name, job title, hiring company’s industry (at the
NAICS 2-digit level), occupation (at the ISCO-08 4-digit level), etc.

’See, for instance, Hershbein and Kahn (2018), Deming and Noray (2020), Acemoglu et al. (2022), Forsythe et al.
(2022), and Braxton and Taska (2023).


https://reproducibility.worldbank.org/

shocks (e.g., Brynjolfsson, Chandar, and Chen (2025)), making job posting data more suitable for

our analysis.

Representativeness. The raw job posting data raise several representativeness concerns in our
cross-country setup. First, coverage varies substantially across countries. This variation reflects
differences in how commonly firms post vacancies online—firms in HICs typically maintain a
stronger online presence than those in non-HICs. In addition, Lightcast relies more on English-
and European-language scraping, which yields an incomplete picture of labor markets in non-
Western-language countries such as China, Japan, Korea, and Vietnam. As a result, Lightcast
captures roughly 70 percent of U.S. vacancies (Liu, Wang, and Yu 2025), but only about 860,000
postings in China in 2024—equivalent to just 0.1 percent of total employment. Second, coverage
in non-HICs has expanded over time as firms increasingly post vacancies online and Lightcast
broadens its data collection, making the early years of data less suitable for analysis. Third, within
countries, online postings disproportionately reflect large cities, high-skill industries, and white-
collar occupations. For example, nearly half of mining, shipping, and machinery manufacturing
candidates in the U.S. still rely on local newspapers, leaving such roles underrepresented—a con-
cern that is especially acute in developing economies where online labor markets remain nascent

(Constantinescu, Grover, and Nayyar 2026).

Sample selection. To address these representativeness concerns, we restrict our analysis to coun-
tries with adequate Lightcast coverage by applying two filters. First, we apply a cell-level coverage
criterion to ensure that postings are not concentrated in a narrow set of occupations or industries.
We treat the labor market as a set of occupation-by-industry cells, defined by 9 one-digit ISCO
occupation groups and 20 NAICS 2-digit industry groups, yielding 180 cells per country.!® A
country is included if, in at least ten cells, its Lightcast postings account for at least 1 percent of the
corresponding wage employment in any year between 2021 and 2025—a window chosen because
Lightcast coverage in non-HICs only stabilizes from 2021 onward. Wage employment data are

drawn from ILOSTAT.! Second, we require each country to have at least six consecutive quarters

""We exclude armed forces occupations and the agriculture industry, as these are rarely covered by online job boards.
"'The ILOSTAT survey data contain missing values for 2023-2025; we impute these using each country’s most recent
pre-ChatGPT observation (2021 or 2022). For more details, see Appendix Section 6.



of postings prior to ChatGPT’s release in 2022Q4. Quarters with total postings below one-third of
the country’s average 2024 quarterly volume—the peak coverage year in our sample—are flagged
as insufficient and dropped.

After applying both filters, we obtain a final sample of 84 countries: 42 high-income economies
(HICs) and 42 non-HICs (Appendix Table A1).12 HICs cover more occupation-by-industry cells on
average, with the United States the most comprehensively covered (158 out of 180 cells). Cover-
age varies considerably among non-HICs: some, such as Mexico and Malaysia, exceed the median
HIC, covering more than half of all cells, while others, such as Cambodia and Cameroon, cover
only 10-11. We assess the sensitivity of our baseline estimates to this selection criterion in Sec-
tion 6. Since Lightcast captures postings in the formal sector, our following analyses are centered

around labor demand in the formal sector as well.

2.2 GenAI Exposure and Al Substitution Measurement

GenAl’s impact on labor demand depends jointly on an occupation’s (Gen)Al exposure and sub-
stitutability levels (World Bank 2025; Liu, Wang, and Yu 2025). The GenAl exposure level reflects
the extent to which GenAl is applicable to the current task bundles across occupations, and Al-
substitution vulnerability captures the probability that an occupation can be displaced by Al in
reality. The latter is largely based on an occupation’s inherent characteristics, societal preferences,
and regulations, rather than technological applicability.

Researchers have developed various Al exposure indices to estimate which occupations are
most likely to be affected by AL'? building on the task-based approach established in Acemoglu
and Autor (2011), Autor (2015), and Acemoglu and Restrepo (2019).!4 More recent studies adapted
these frameworks to focus on GenAl exposure more specifically.!® Researchers typically drew

information from the O*NET database and asked human experts or large language models (LLMs)

>The World Bank Group income classification for FY2026 is used here to group countries (Weblink).

13Gee, for instance, Frey and Osborne (2017), Felten, Raj, and Seamans (2018), Felten, Raj, and Seamans (2019), Webb
(2019), Felten, Raj, and Seamans (2021), and Pizzinelli et al. (2023),

"The task-based model is widely used to analyze how technology affects labor demand. This framework empha-
sizes that technologies such as Al affect labor demand not directly at the occupation level but through their impact on
the tasks that make up occupations. Each occupation consists of a bundle of tasks. Technology can automate or aug-
ment existing tasks and create new tasks. The balance between these forces determines whether technology reduces or
increases aggregate labor demand.

3See, for instance, Felten, Raj, and Seamans (2023), Eloundou et al. (2024), Benitez-Rueda and Parrado (2024),
Gmyrek, Berg, and Bescond (2023), Gmyrek et al. (2025), Handa et al. (2025), and Tomlinson et al. (2025).


https://datahelpdesk.worldbank.org/knowledgebase/articles/906519-world-bank-country-and-lending-groups

to judge the extent to which each task can be performed or aided by AL!® The task-level scores

17" More recent studies, such

are then aggregated to generate occupation-level exposure scores.
as Handa et al. (2025) and Tomlinson et al. (2025), analyze millions of actual conversations with
GenAl tools to identify occupations with more intensive Al usage.

This paper uses the GenAl exposure score developed by Gmyrek, Berg, and Bescond (2023)
(hereafter, GBB) for the following reasons. First, the GBB score was one of the first widely used
GenAl exposure indices. Former Al exposure measures, such as Felten, Raj, and Seamans (2021)
and Pizzinelli et al. (2023), are not specifically about GenAl. Second, the GBB score was released
soon after ChatGPT’s public launch and remains unaffected by expanding model capabilities and
the rising adoption of GenAl, unlike its recent update (i.e., Gmyrek et al. 2025). Third, most exist-
ing Al exposure measures are highly positively correlated with each other. We use these alterna-
tive Al exposure indices as controls to test the robustness of our baseline results (in Appendix).

We identify treatment occupations using an Al-substitution score derived by reversing the
Al-complementarity index of Pizzinelli et al. (2023). Their measure is constructed from six work-
context features, including communication, responsibility, physical conditions, criticality, routine,
and a composite skills dimension based on O*NET. Occupations that score high on these dimen-
sions (except for “routine”) are more likely to be complemented, rather than displaced, by AL
Reversing this index allows us to capture the likelihood that employers actually displace work-
ers with Al, taking into account the occupational characteristics, workplace context, and societal
preferences. While the original measure was not designed specifically for GenAl, its focus on
non-task-related job attributes makes it well suited to our analysis.!®
Figure 1 plots occupations” GenAl exposure scores (technical applicability) against their Al

substitution scores (vulnerability based on occupational characteristics). Occupations with iden-

tical exposure exhibit widely varying substitution potential. In the top-right quadrant, occupa-

!6The database includes a rich set of variables that describe work and worker characteristics (including skill require-
ments) associated with roughly 1,000 U.S. occupations

7Past studies using such approaches include Felten, Raj, and Seamans (2023), Eloundou et al. (2024), Eisfeldt et al.
(2023), Benitez-Rueda and Parrado (2024), Gmyrek, Berg, and Bescond (2023), and Gmyrek et al. (2025).

We prefer this substitution measure over more recent Al usage indices, such as the Anthropic Economic Index, for
the following reasons: first, it captures better the contextual, social, and regulatory factors that dominate firms” hiring
and firing decisions; second, it is not closely linked to Al exposure scores but provides a different dimension of jobs. The
Al usage indices are strongly linked with AI exposure scores, as both measure how useful or applicable a technology
is. The main difference is that the former captures actual usage and the latter indicates the theoretical applicability of
Al Lastly, the usage indices do not clearly distinguish between Al augmentation and automation, making it hard to
identify the displacement effect.



tions with both high exposure and high substitution scores—including general secretaries, appli-
cation programmers, and statistical, finance, and insurance clerks—face substantial automation
risk. Conversely, the bottom-right quadrant contains occupations with high exposure but low
substitution potential, such as life science technicians and university teachers, which are likely to
be augmented rather than directly replaced by Al The top-left quadrant reveals occupations like
building structure cleaners and weaving and knitting machine operators that have high substitu-
tion potential despite low GenAl exposure. Finally, the bottom-left quadrant includes occupations

such as police officers and dentists that exhibit both low GenAl exposure and minimal substitution

risk.
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Figure 1: Al Substitution and GenAl Exposure Across Occupations

Note: The x-axis presents the percentile ranking of the GenAl exposure index from Gmyrek, Berg, and Bescond (2023) (GBB). The
y-axis presents the percentile ranking of the Al-substitution score, which is defined as the inverse of the Al-complementarity
measure in Pizzinelli et al. (2023). The Al-complementarity measure is constructed along six occupational dimensions:
communication, responsibility, physical conditions, criticality, routine, and skill requirements. Typical occupations are highlighted.

A key concern is that occupations with high- and low Al-substitution vulnerability may have

followed different hiring trajectories even before the launch of ChatGPT, which could undermine



the parallel-trends assumption required for our DiD design. This risk is especially pronounced
when comparing occupations with high Al exposure to those with low exposure, since their un-
derlying adoption potential differs. To address this, we condition our analysis on occupations
with similar GenAl exposure scores. By holding exposure constant, we ensure that treatment and
control groups are equally likely to adopt GenAl, thereby isolating the displacement effect from

broader differences in technology exposure (see Section 3 for details).

2.3 Descriptive Evidence

Figure 2 plots online job posting trends for high- and low-Al-substitution occupations across our
84-country baseline sample from 2021Q1 to 2025Q2. Postings are normalized to 1 in the quar-
ter of ChatGPT’s launch (2022Q4) and weighted by within-country employment shares. In both
HICs and non-HICs, the two groups moved in parallel prior to the launch but diverged sharply
thereafter. In HICs, postings for high-Al-substitution occupations fell more steeply than those for
low-Al-substitution occupations. In non-HICs, by contrast, postings for both groups continued to
rise through the end of 2024 before declining in 2025—with the drop slightly more pronounced
for less substitutable occupations. Together, these patterns suggest a displacement effect of GenAl
in HICs but not in non-HICs.

The timing of this divergence is suggestive but, by itself, does not establish a causal link to
GenALl Several confounding trends could generate similar patterns. The Federal Reserve’s tight-
ening cycle beginning in March 2022 may have disproportionately affected interest-rate-sensitive
sectors and occupations, and the post-pandemic normalization of white-collar hiring may have
weighed more heavily on precisely those jobs most vulnerable to Al substitution. To isolate
GenAl's effect from these confounders, the next section presents our empirical strategy, detail-

ing the difference-in-differences and event study specifications.
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Figure 2: Descriptive trends in job postings: high vs. low Al-substitution occupations, by income
group

Note: The figure plots the within-country employment-share weighted sum of job postings, normalized so that 2022Q4 (the quarter of
ChatGPT’s public release) equals one. “High Al-substitution” occupations are those with above-median Al substitution score; “Low
Al-substitution” are the rest. Vertical dashed line marks Q = —1 (2022Q3), the last pre-period.

3 Empirical Specification

Our analysis centers on the treatment variation across occupations with different levels of Al sub-
stitutability. We evaluate how the number of job postings of different occupations changes before
and after ChatGPT’s public release in November 2022. Unlike former studies that focus on one
or a few advanced economies, we pool data from 84 countries (of which 42 are non-HICs). The
setup enables us to properly estimate the impacts of GenAl in both HICs and non-HICs and to
conduct cross-country comparisons to understand whether the impact varies across countries. We
aggregate the number of job postings by occupation (i.e., nearly 400 occupations using the ISCO-
08 codes), industry (i.e., 20 industries), and quarter (i.e., 2021Q1 to 2025Q2) across 84 countries.
Our unit of analysis is chosen to capture labor demand at the country-industry-occupation level

while accounting for the variation over time.

Baseline Specification. Our baseline identification strategy employs a difference-in-differences
(DiD) framework that exploits the release of ChatGPT in November 2022 as an exogenous shock
and uses the variation in the Al substitutability score to identify the occupations receiving the

treatment. To distill the treatment effect, our baseline model specification takes the following

10



form:

E(Yeiot) = exp|aH, x 179 + Ocit + Yeio + Xj(o)t] » )

where Y., represents the number of job postings in country ¢, industry ¢, occupation o, and quar-
ter t. Here, we include zero counts for country-industry-occupation-quarter cells with no observed
job postings.'” We apply Poisson Pseudo-Maximum Likelihood (PPML) to address the prevalence
of zero values, allowing coefficients to be interpreted as percent changes in job postings.

The key explanatory variable is the interaction term H, x 1/°°%!. The treatment indicator H, is a
binary variable that equals one for occupations with above-median Al substitution scores (i.e., the
treatment group) and zero otherwise. The post-treatment period indicator, 17°%, is also a dummy
variable that equals one for quarters after ChatGPT’s launch (including 2022Q4, the quarter when
ChatGPT launched) and zero for earlier periods. The coefficient of interest, o, identifies the dif-
ferential impact of ChatGPT’s release on job postings for occupations with high versus low Al
substitution vulnerability.

We include three sets of fixed effects as controls to better identify the treatment effect. First,
country-industry-quarter fixed effects (6.;;) are added to absorb all time-varying factors that can
affect labor demand at the country-industry level.?’. Second, we control for country-industry-
occupation fixed effects (7;,) to capture all time-invariant characteristics of specific country-occupation-
industry combinations. These fixed effects capture persistent differences in baseline job posting
levels, local comparative advantages, and other unobserved factors that can influence the geo-
graphic and sectoral distribution of jobs.

Lastly, we control for “GenAl exposure decile-by-quarter” fixed effects and “"Monetary-policy-
sensitivity (MPS) decile-by-quarter” fixed effects, taken from Liu, Wang, and Yu (2025), at the
occupation level. These fixed effects are captured by X (,);, where j(0) denotes the decile ranking
of occupation o based on our preferred GenAl exposure index and MPS index, respectively. The
GenAl exposure deciles account for differences in Al applicability across occupations (Liu, Wang,
and Yu 2025; World Bank 2025), while the MPS deciles guard against results being driven by the

U.S. interest rate hikes that coincided with ChatGPT’s diffusion (see, e.g., Brynjolfsson, Chandar,

We retain country-industry-occupation cells with at least one posting and fill zeros for the rest of the quarters,
thereby dropping other country-industry-occupation cells without any postings in the sample period.

»Such factors could include local industry-specific business cycles, policy changes, and seasonal employment pat-
terns.

11



and Chen 2025).

The inclusion of these fixed effects is essential to properly identify GenAl’s effects on labor
demand. In particular, GenAl’s impact on labor demand may differ across occupations based on
their GenAl exposure scores. If not properly controlled for, this variation can lead to violations
of the parallel trends assumption that is essential to the DiD approach. Therefore, we rely on the
conditional parallel trend (CPT) assumption (Baker et al. 2025), where we compare occupations
with high- and low-Al-substitution-scores within the same decile of the GenAl exposure index
(i.e., the GBB score). These controls absorb common trends affecting all occupations with similar
levels of overall GenAl exposure, such as the Al adoption wave and changes in demand for Al-
exposed work. With this specification, the parameter o identifies the Al-substitution effect of

GenAlI and separates it from the overall exposure effect.

Dynamic Effects. As GenAl model capabilities and adoption evolve over time, we modify the
baseline specification and use the following event study design to estimate the dynamic treatment

effects of GenAl:

E(}/;:iot) = exp Z akHo X 17’; + gcit + Yeio + Xj(o)t ’ (2)
k#—1

where 17 is a dummy indicating the k-th quarter after ChatGPT’s launch (negative values indicat-
ing the pre-ChatGPT periods), with the quarter before the launch (k = —1) serving as the omitted
period as the reference. The coefficients {«y} trace out the dynamic treatment effect. To evaluate
the annual effects, we also estimate a model that combines every four quarters after the launch of
ChatGPT into one unit, while using all pre-ChatGPT quarters as the reference.?! Standard errors
are clustered at the occupation-quarter level to account for potential serial correlation in treatment
effects and common shocks within occupational categories over time.

As discussed in the previous section, the representativeness of job posting data varies across
occupations, industries, and countries, with high-skill, white-collar positions disproportionately

represented relative to their shares of total employment. To address this coverage bias, we apply

2 This approach takes the following form:

E(Yciot) = exXp [alHo X lfOSt lyr + a2H, X 1530‘% Zyr + asH, X 1f03t Syr + ecit + Yeio + Xj(o)t] (3)
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sample weights so that the estimated impacts of GenAl better reflect the actual distribution of
employment in each economy. Specifically, we re-weight each country-industry-occupation cell by
its employment level, ensuring that the estimated impact is proportional to the number of workers
in that cell rather than the volume of postings. This rebalances the estimated impacts across sectors
and corrects for the systematic over-representation of certain worker groups in online postings.

A complication arises when pooling across countries: weighting by raw employment levels
mechanically gives greater influence to countries with larger labor forces. While our country-
industry-occupation fixed effects absorb level differences across cells, the choice of weights still
determines how cell-specific treatment effects aggregate into pooled estimates.”> To give each
country approximately equal influence in the pooled estimates, we normalize the weights within
each country so that they sum to one. Averaging treatment effects across all cells then assigns equal
aggregate weight to each country, while the within-country re-weighting continues to rebalance
impacts across occupations and industries.

Employment counts come from the annual Labor Force Surveys in the ILOSTAT database, dis-
aggregated by two-digit industry and one-digit occupation. Because our job posting data is at the
two-digit industry and four-digit occupation level, we distribute one-digit occupation employ-

ment equally across its four-digit subcategories.?®

4 Empirical Results

This section presents our empirical findings in three parts. First, we report baseline DiD results on
GenAl’s displacement effect, show that a formal test rejects a common effect across countries, split
the sample by income group, and validate our treatment definition with placebo tests. Second,
we present event study results that both support the validity of our conditional parallel trends
(CPT) assumption and reveal the quarterly dynamics of GenAl’s impact. Lastly, we close with a

summary of robustness checks, detailed in the Appendix.

2pPML inherently assigns greater weight to cells with more job postings, so unweighted pooled estimates reflect
cells with high posting volume rather than high employment. Re-weighting by employment corrects this, but raw
employment weights then introduce a second source of imbalance—across countries.

ZThis procedure preserves the correct cross-industry and cross-one-digit-occupation weights; only the finer break-
down within one-digit occupation groups is approximated. Since ILOSTAT does not publish employment at finer oc-
cupational resolution, equal distribution is the most transparent and defensible assumption available. See more details
on the data and processing procedures in the Appendix.
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Table 1: DiD results: GenAl’s displacement effects on job postings

Dependent variable: Number of job postings
84-country sample HIC Non-HIC
) @) ) (4) ©) (6)
Panel A: Average effect
H x Post -0.073*** -0.055*** -0.076*** -0.058"** -0.048***  -0.015
(0.008)  (0.007)  (0.009)  (0.007)  (0.011)  (0.010)
Panel B: Dynamic effects
H x Post Year 1 -0.046*** -0.037*** -0.045*** -0.036*** -0.049*** -0.025**
(0.008)  (0.007)  (0.009)  (0.008)  (0.012)  (0.010)
H x Post Year 2 -0.081*** -0.057*** -0.086*** -0.063*** -0.047***  -0.006
(0.010)  (0.009)  (0.011)  (0.009)  (0.014)  (0.011)
H x Post Year 3 -0.107*** -0.082*** -0.115*** -0.089*** -0.048***  -0.014
(0.012) ~ (0.011)  (0.013) (0.012)  (0.015)  (0.014)
Country x Industry x Occupation FE Yes Yes Yes Yes Yes Yes
Country x Industry x Quarter FE Yes Yes Yes Yes Yes Yes
Other controls No Yes No Yes No Yes
Pre-trend Wald statistic 0.89 1.44 0.84 1.34 0.52 1.43
Pre-trend p-value 0.503 0.193 0.539 0.236 0.796 0.198
Number of countries 84 84 42 42 42 42
Observations 5,082,061 5,082,061 3,268,400 3,268,400 1,813,661 1,813,661

Notes. Estimates from a Poisson Pseudo-Maximum Likelihood (PPML) model with equal-country employment-share
weights. Standard errors clustered at the occupation x quarter level are reported in parentheses. “H x Post” is the
interaction of the high-Al-substitution dummy (H) with the post-ChatGPT (2022Q4 onwards) indicator. “Other
controls” refers to GenAl exposure decile x quarter fixed effects, as in Gmyrek, Berg, and Bescond (2023), and
monetary-policy-sensitivity decile x quarter fixed effects, as in Liu, Wang, and Yu (2025); both are added jointly. The

pre-trend Wald test is the joint test of pre-period coefficients (Q € [—7, —2], with Q = —1 as the omitted reference) from

the matching event-study specification. Sample window: 2021Q1 through 2025Q2. ***p < 0.01, **p < 0.05, *p < 0.10.

4.1 Difference-in-Differences Results

Table 1 reports our main DiD estimates of GenAl’s impact on labor demand for the pooled sample
(columns 1-2), HICs (columns 3-4), and non-HICs (columns 5-6), respectively. In all columns, we
control for country-industry-occupation fixed effects and country-industry-quarter fixed effects.
The former absorb all time-invariant characteristics of specific occupation-industry-country com-
binations, while the latter control for time-varying factors (such as macroeconomic shocks). In
even-numbered columns, we apply our preferred specification and further control for GenAl ex-

posure decile-by-quarter fixed effects, as in Gmyrek, Berg, and Bescond (2023), and monetary pol-
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icy sensitivity decile-by-quarter fixed effects, as in Liu, Wang, and Yu (2025). This approach allows
us to compare occupations with above-median Al substitution scores to those with below-median
scores, all within the same level of overall GenAl exposure and monetary policy sensitivity. This
specification provides a more precise estimate of the displacement effect on labor demand and
prevents our results from being affected by the potential impact of U.S. interest rate hikes since
2022.

Panel A reports the average treatment effect on job postings after the launch of ChatGPT
(i.e., from 2022Q4 through 2025Q2). The treatment group comprises occupations with an above-
median Al-substitution score, while the control group comprises occupations with a below-median
Al-substitution score. Pooling all 84 countries, we find that the launch of ChatGPT significantly
reduced labor demand for occupations more vulnerable to Al substitution: job postings fell by 7.3

percent in column (1) and by 5.5 percent under our preferred specification in column (2).

Heterogeneity Test. The pooled estimates in columns (1)-(2) restrict the Al-substitution effect to
be common across all 84 countries where « captures a single average impact. As countries differ in
their income level, trade specialization, and factors that affect technology adoption, this restriction
may mask substantial cross-country variation. To assess the validity of this restriction, we rerun

the analysis by allowing the treatment effect to vary by country:
E(}/ciot) = exp [acHo X 1f08t + Xj(o)t + Ocit + ’}/cio] ) (4)

where a is a country-specific coefficient, estimated by interacting a full set of country dummies
with H, x 1f ost_ This yields one substitution effect, a, for each of the 84 countries, while the fixed
effects, weighting, and clustering remain the same as the baseline.

We then test the restriction imposed by the pooled specification with a joint Wald test of Hj :
a. = a for all ¢, which asks whether the 83 country-specific deviations from a reference country
are jointly zero. The test rejects the null decisively (F' = 5.73, p < 0.001), indicating that the effect
of GenAl on labor demand is not common across countries. Appendix Figure A3 further shows
that the country-specific effects cluster tightly below zero and are more precisely estimated among

HICs, but they are far more dispersed among non-HICs. In general, GenAl’s displacement effects
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decline with GDP per capita. Therefore, we first re-estimate the effect by splitting the sample by
country income groups in Table 1, columns (3)-(6). We then examine the determinants of cross-
country differences more systematically in Section 5.

Splitting our sample by income group confirms that the GenAl’s impact on labor demand dif-
fer sharply between HICs and non-HICs. On average, the number of job postings in HICs fell
significantly by 6-8 percent after the launch of ChatGPT (Columns 3-4). However, the average dis-
placement effect is more muted in non-HICs and becomes insignificant when using our preferred
specification (i.e., in Column (6), controlling for occupations” exposure to GenAl and monetary
policy sensitivity levels).

Panel B reports the dynamic impacts in the first, second, and third year after ChatGPT’s launch,
following the specification in Equation (3). In the pooled sample, the effects are significantly
negative and intensify over time, deepening from 3.7-4.6 percent in the first year to 8.2-10.7 percent
in the third. The dynamic impacts also diverge between HICs and non-HICs, with the impact
being considerably weaker in the latter group. In HICs, the displacement effect intensified steadily,
growing from 4-5 percent in the first year post-launch to 9-12 percent in the third year. In non-
HICs, the effect either remains stable or becomes insignificant over time (as shown in column
3). For the remaining analyses in this section, we use the specification from the even-numbered

columns as our baseline and concentrate on the subsamples of HICs and non-HICs..

Placebo tests To verify that the treatment group is well identified, we implement placebo tests by
randomly assigning occupations to the control and treatment groups. We conducted 400 placebo
trials, randomly assigning half of all occupations to a “pseudo-treatment” group in each itera-
tion, ignoring their actual Al substitution scores. For each random assignment, we re-estimate
our preferred specification for the dynamic effects (Panel B) in Table 1 for HICs and non-HICs,
respectively.

Figure 3a shows the estimation results for HICs. The placebo test results for Years 1, 2, and 3
after the launch of ChatGPT follow a normal distribution, with the medians centered around zero.
When comparing those distributions with the actual estimated coefficients reported in Column
(2), Table 1, we find that the Year-1 estimate (—3.6%) sits at the 2.2nd percentile of the placebo

distribution, the Year-2 (—6.3%) lies at the 0.8th percentile, and the Year-3 (—8.9%) lies essentially
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at the Oth percentile. In other words, all of the dynamic effects found in our baseline model are
significantly different from zero. Therefore, the negative displacement effect of GenAl found in

HICs cannot be random, and our treatment group is well identified.

Figure 3: Placebo DiD tests, randomly assigning occupations to treatment

(a) HIC sample
Placebo DiD test: HIC
Year 1 Year 2 Year 3
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(b) Non-HIC sample
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Note: Each panel shows the distribution of placebo coefficients from 400 random treatment assignments on the

84-country baseline: panel (a) uses the HIC sub-sample and panel (b) the Non-HIC sub-sample. The red vertical line

marks the actual baseline estimate. “Percentile” reports the share of placebo coefficients less than or equal to that
baseline.

The results from the placebo test for non-HICs are shown in Figure 3b. As before, the placebo
test results for Years 1, 2, and 3 after the launch of ChatGPT also follow a normal distribution in
non-HICs, with the medians centered around zero. The Year-1 estimate for non-HICs (—2.5%) sits
at the 8.5th percentile of the distribution, suggesting the impact of GenAl is borderline significant
during the first year after the launch of ChatGPT. Different from before, the estimates for Year 2
(—0.6%) and Year 3 (—1.4%) sit at the 37.2nd and 28.7th percentiles of the placebo distribution,
respectively. This confirms that GenAl’s effect on labor demand at the longer horizons is statisti-

cally indistinguishable from random reassignment in non-HICs. Together, the two figures verify
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the validity of our treatment group and reinforce the result that GenAl-induced job displacement

in non-HICs has not yet emerged.

4.2 Event Study Results

Figure 4 presents event study estimates based on the specification from Equation (2). The figure
plots quarterly gaps in job postings of occupations with above-median Al substitution scores rela-
tive to those with below-median scores, after controlling for all the sets of fixed effects as shown in
Columns (2), (4), and (6) in Table 1. The blue dots are the estimated gaps over our sample period,
with the spikes capturing the corresponding 95% confidence intervals. The results confirm that
the impacts shown in Table 1 are causal and demonstrate the dynamic evolution of GenAl'’s labor

market impact in detail.
Figure 4: Event study: GenAl’s displacement effects on job postings

(a) HIC (b) Non-HIC
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Note: Event-study coefficients from PPML regressions on the 84-country baseline sample, with the preferred fixed
effect specification(country x industry x occupation, country x industry x quarter, GBB-decile x quarter,
LP-MPS-decile x quarter). Sample window: 2021Q1 through 2025Q2; @ = —1 (2022Q3) is the omitted reference. The
vertical dashed line separates the pre- and post-ChatGPT periods. The pre-trend Wald statistic and p-value (joint test
on @ € [—7,—2]) are reported in each panel. Spikes denote 95% confidence intervals based on standard errors
clustered at the occupation x quarter level.

Pre-Treatment Validation. Figure 4 shows that prior to the launch of ChatGPT, the estimates

fluctuate around zero with no systematic trend in both HICs and non-HICs, indicating that high-
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and low-substitution occupations exhibited similar labor demand trajectories. This visual evi-
dence is corroborated by formal pre-trend tests, which fail to reject the null hypothesis of common
pre-trends.?* This validates our empirical identification strategy of using occupations with above-
and below-median Al substitution scores as the treatment and control groups, respectively, within

each decile of Al exposure levels, while controlling for monetary policy sensitivity levels.

Post-Treatment Dynamics. It is also notable from Figure 4 that the treatment effect differs be-
tween HICs and non-HICs. In HICs, the treatment effect turns negative and significant immedi-
ately in the first quarter after the launch of ChatGPT. In 2023Q1, the number of job postings for
occupations with above-median Al-substitution score declined by approximately 4% relative to
the control group. This initial impact intensifies systematically over time, deepening to around
5% after mid-2023 (Q=3), 9% by the end of 2024 (Q=8), and reaching approximately 10% by the
second quarter of 2025. In contrast, the treatment effect fell into the negative territory but remains
insignificant between 2023Q1 and 2025Q2 in non-HICs. The only exception is 2023Q3, where the
effect turns slightly significant at a 5 percent confidence level.

The results show some distinctive features of GenAl’s impact on labor demand. First, there
are notable differences in how labor demand in HICs and non-HICs responds to the shock of
GenAl. The immediate onset of negative effects in HICs suggests that labor markets responded
quickly to this new technology, partly due to the more rapid adoption of ChatGPT in HICs than
in non-HICs (Liu, Huang, and Wang 2025). Second, the quick and intensifying response can also
be attributed to the more flexible and forward-looking nature of hiring trends in HICs than in
non-HICs. Third, the job-displacement effect of GenAl might be more muted in non-HICs, as
fewer workers are exposed to GenAl and their work is less cognitive or computer-based (Gmyrek,

Viollaz, and Winkler 2026; Appel et al. 2025).

4.3 Robustness Checks

In this section, we run a range of robustness checks to address the following three main concerns
about our empirical strategy. First, dichotomizing the Al-substitution score at the median discards

the potential variation of treatment within each group. Second, our empirical design rests on the

%The tests show Wald statistic = 1.34, p-value = 0.24 for HICs; Wald statistic = 1.43, p-value = 0.20 for non-HICs.
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conditional parallel trends assumption where we use exposure controls to absorb common trends
among similarly applicable occupations (such as the Al adoption wave and the shifting demand
for Al-exposed work). The adequacy of the control may depend on the specific exposure index
used. The last concern is about our underlying data. As discussed in Section 2, online-posting
coverage is uneven across countries, so the estimates could hinge on which countries enter the
sample and on how much weight each labor market receives in the pooled regressions. This
subsection addresses these of concerns in turn.?

First, to examine whether our results are sensitive to using the median cutoff to define high-
Al-substitution occupations, we replace the binary treatment indicator with the continuous Al-
substitution percentile (ranging from 0 to 1), which exploits the full variation across occupations
and tests for a dose-response relationship (Appendix Table A2). The HIC estimates remain highly
significant and deepen monotonically over time. Meanwhile, in non-HICs, the effect turns sig-
nificant when comparing occupations at the top of the Al-substitution distribution with those at
the bottom. This finding indicates that while the broad above-median group shows no significant
displacement, the most substitutable occupations in non-HICs have begun to be affected.

Second, as our conditional-parallel-trends design compares occupations within similar ex-
posure levels, the results should not depend on the specific exposure index used as a control.
We therefore replace the GBB exposure controls with four alternatives—Eloundou et al. (2024),
Gmyrek et al. (2025), Felten, Raj, and Seamans (2021), and a country-adjusted measure following
Gmyrek, Viollaz, and Winkler (2026) that allows the same occupation to carry different exposure
levels across countries depending on local task content, such as computer use. In addition, we
also re-estimate the model when dropping the exposure controls altogether. Across all five vari-
ants, the average HIC displacement effect remains statistically significant, ranging from —3.2 to
—6.8 percent, while the non-HIC effect remains insignificant (Appendix Table A3), although the
pre-trend tests are weaker under several of the alternative controls.

The remaining checks address the representativeness of the cross-country sample. Our base-
line weighting scheme gives each country equal aggregate influence, which prevents a few large
economies from dominating the pooled estimates and is consistent with the country-level anal-

ysis in Section 5. However, this weighting scheme could understate the aggregate displacement

PWe summarize the results here and report the full set of estimates in the Appendix.
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effect if the largest labor markets are hit hardest. In Appendix Table A4 and Figure Al, we re-
estimate the model with raw employment counts as weights, which let larger countries and larger
occupation-industry cells contribute proportionally more. The effects are found to be 9-10 percent
in HICs, which exceed the baseline results, while non-HIC estimates remain. This suggests that
the displacement effect is indeed more severe in the largest HIC labor markets.

Lastly, one may also argue that our cell-level coverage criterion admits countries whose overall
posting coverage is still thin. Restricting the sample to the 68 countries whose aggregate posting-
to-employment ratio exceeded 1 percent in 2023 leaves the estimates essentially unchanged. In
HICs, the average effect is found to be —5.5 percent versus —5.8 percent, strongly aligned with
the baseline (Appendix Table A5 and Figure A2). Taken these together with the placebo tests
discussed above, our findings regarding the divergence between HICs and non-HICs are robust

to alternative exposure definitions, treatment thresholds, weighting scheme, and selected samples.

5 Understanding Cross-country Heterogeneity

What explains the variation in the estimated impacts of GenAl on job postings across countries?
Why are the impacts more limited in non-HICs? In this section, we investigate which country-

level factors can moderate GenAl’s labor-displacement effect in developing countries.

5.1 Empirical specification

As discussed above, several factors can mute GenAl’s displacement effect. GenAl, largely devel-
oped in HIC settings, may have limited applicability and adoption in non-HICs owing to struc-
tural factors such as limited access to digital infrastructure or devices, lack of human capital, and
limited English proficiency. Because displacement likely materializes only where GenAl is ac-
tually adopted, anything that shapes a country’s adoption can amplify or dampen these effects.
International trade adds another channel, though its direction is theoretically ambiguous. On the
one hand, GenAl may disproportionately harm non-HICs by automating tasks in offshorable ser-
vice sectors that were previously a source of comparative advantage (World Bank 2025; World
Bank 2026). On the other hand, as GenAl raises the productivity of less-skilled workers in non-

HICs, it may allow them to perform more closely to their HIC counterparts—thereby enabling
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HICs to outsource more work to them and increase labor demand (Artug, Bastos, and Rijkers
2023; Stapleton and Webb 2020). We test both channels empirically below.

For the adoption channel, we follow existing studies such as Liu and Wang (2026) and Liu,
Huang, and Wang (2025) and consider five factors that matter for GenAl adoption. They are
GenAl tool uptake (the ratio of ChatGPT users to internet users), the share of the population
using the internet, the number of smartphone ownership per adult, human capital (the average
years of schooling in the population), and English proficiency. The trade channel is measured by
net exports of IT and digitally deliverable services (DDS) as a share of total commercial services
exports and of GDP, respectively. To test how these factors moderate GenAl'’s effect, we estimate

the following PPML regressions at the country-industry-occupation-quarter level:

E(Yeoit) = exp [ Hp x 17 + asH, x 17 x Z. + agH, x 17 x In GDPpc,
)
+X;(o)t + Ocit + Veio) »

where 7., denotes country-industry-occupation fixed effects, 6. denotes country-industry-
quarter fixed effects, and x;(,); denotes GenAl exposure decile-quarter and MPS decile-quarter
tixed effects. The variable, Z., captures cross-country differences in those Al complementary fac-
tors. The raw data on those factors are measured in different units, and thus, they are standardized
to a mean of zero and unit variance across the 84-country sample to ensure comparability. Since
those complementary factors are highly correlated with GDP per capita, the interaction term of
H, x 17°s* and In GDP pc term is included in some of the regressions (i.e., Panel B in Table 6).
Standard errors are clustered at the occupation-quarter level, and all specifications use the equal-

country employment-share weighting scheme as in the baseline (i.e., Column (6) of Table 1).

5.2 Results

The estimation results are shown in Table 2. Column (1) includes only the interaction with log
GDP per capita and confirms that GenAl’s displacement effect is significantly more severe in richer
countries. A one-standard-deviation increase in log GDP per capita—roughly the gap between a
typical non-HIC and HIC increases the displacement effect of high-substitutability occupations by

about 2 percentage points.
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Table 2: Cross-country heterogeneity in the GenAl’s displacement effects on job postings

Dependent variable: Number of job postings
Adoption Channel Trade Channel
Country factor: (none)  ChatGPT users Internet use ~ Smartphone  Eduyears English  NetIT exp Net DDSexp NetIT exp Net DDS exp
(% int users) (% of pop.) ownership (%) (% servexp) (% servexp) (% GDP) (% GDP)
@ @) ) ) ) (6) @) (8) ©) (10)
Panel A: without In GDP per capita interaction
H x Post -0.055™** -0.036"** -0.030"** -0.036™** -0.030*** -0.049***  -0.053"** -0.038™** -0.053*** -0.055"**
(0.007) (0.009) (0.009) (0.008) (0.009) (0.007) (0.007) (0.008) (0.007) (0.007)
H X Post x Country factor -0.019*** -0.044""* -0.034*** -0.031*** -0.016"** -0.006 -0.096™** -0.002 -0.009
(0.005) (0.012) (0.008) (0.007) (0.005) (0.006) (0.031) (0.002) (0.006)
Panel B: with In GDP per capita interaction
H x Post -0.030*** -0.030*** -0.030*** -0.032*** -0.029***  -0.033"** -0.018* -0.023** -0.020"* -0.031%**
(0.009) (0.009) (0.009) (0.009) (0.009) (0.009) (0.010) (0.010) (0.010) (0.009)
H x Post x In GDP pc -0.027"** -0.014 -0.027** -0.012 -0.004  -0.020"**  -0.040"*" -0.025***  -0.036™** -0.028™**
(0.007) (0.008) (0.011) (0.010) (0.010) (0.006) (0.008) (0.007) (0.007) (0.007)
H x Post x Country factor -0.013** 0.000 -0.023** -0.027***  -0.012**  -0.017*** -0.056™" -0.002 -0.006
(0.006) (0.017) (0.012) (0.010) (0.005) (0.006) (0.027) (0.002) (0.006)
Country x Industry x Occupation FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Country x Industry x Quarter FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
GBB-decile x Quarter FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
MPS-decile x Quarter FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Number of countries 82 80 84 81 78 80 71 81 71 81
Observations 5,030,861 4,994,653 5,082,061 5,043,599 4,890,811 4,994,653 4,440,259 4,933,021 4,440,259 4,933,021

Notes. PPML estimates with equal-country employment-share weights. Standard errors clustered at the occupation x quarter level. All columns include the same
fixed effects (country x industry x occupation, country x industry x quarter, GenAl exposure decile x quarter, LP monetary-policy-sensitivity decile x quarter).
Column (1) reports the baseline H x Post effect without any country-factor interaction; columns (2)-(8) add the corresponding interaction with, respectively, the

ChatGPT user share (% of internet users), the share of individuals using the internet (% of population), smartphone ownership (% of adults), average years of

education, English proficiency, net IT-services exports as a share of commercial services exports, and net digitally-deliverable-services (DDS) exports as a share of

commercial services exports, and columns (9)—(10) repeat the two trade measures scaled by GDP. Each country factor is standardized (mean 0, SD 1) across the
sample. Panel A reports the moderator effect on its own; Panel B additionally controls for the interaction with In GDP per capita. The number of countries and

observations varies across columns because the country factors differ in data availability. Sample window: 2021Q1 through 2025Q2. ***p < 0.01, **p < 0.05,

*p < 0.10.



Columns (2)—(6) examine how GenAlI adoption and its complementary factors mediate this ef-
fect. The level of GenAl adoption is proxied by ChatGPT users as a share of internet users. The first
two complementary factors included in Columns (3) and (4) capture the access to digital infras-
tructure and devices, respectively. And, in Columns (5) and (6), human capital and population-
level English proficiency are used to measure the existing human capital for GenAl adoption.?®
In Column (2), Panel A shows that a one-standard-deviation increase in ChatGPT adoption is
associated with a roughly 2-percentage-point larger displacement effect on high-substitutability
occupations. Panel B adds the GDP per capita interaction, and the triple-interaction coefficient re-
mains negative and significant. Adoption, therefore, accounts for a meaningful share of the cross-
country variation in impact, rather than merely proxying for income, confirming that GenAl’s
labor-market effect operates through actual adoption rather than income per se.

In Columns (3) and (4), access to the internet are a smartphone are associated with a larger dis-
placement effect (roughly 3 to 4 percentage points per standard deviation) on high-substitutability
occupations in Panel A. Once GDP per capita is controlled for in Panel B, the internet-use inter-
action is absorbed by income, whereas the smartphone ownership retains an independent and
statistically significant association. Column (3) reports the results for the average years of school-
ing. A more educated workforce is both better able to adopt GenAl and more exposed to it, which
may explain the stronger displacement effect shortly after ChatGPT’s launch. Column (4) shows
that higher population-level English proficiency is likewise associated with larger displacement
of vulnerable occupations, and this association is not driven by cross-country income differences.
Together, these results support the view that limited adoption—whether due to lower human
capital, language barriers, or limited access to digital infrastructure or devices—mutes GenAl’s
labor-market impact, at least in the short run.

Columns (7) to (10) test whether the international trade channel contributes to cross-country
differences. The results indicate that countries specializing in IT services or DDS exports expe-
rienced a larger displacement effect, even after controlling for GDP per capita levels. However,
when we use net IT or DDS export as a share of GDP to capture specialization in digital or IT
services, the effect becomes insignificant. It is possible that scaling net digital services exports by

GDP substantially reduces the magnitude of these digital service trade measures, thereby muting

%See Liu and Wang (2026) for a detailed description of these measures.

24



the estimated impact. These results suggest that countries specializing in digital services exports
can be affected by GenAl, but the effect might be limited in scope, or the approach we use may
not clearly identify the trade mechanism. Meanwhile, there has been some evidence that firms in

HICs use GenAl to substitute for services previously offshored to non-HICs.?”

6 Conclusion

This paper provides the first comprehensive cross-country analysis of GenAl’s impact on labor
demand using online job posting data. Treating the public release of ChatGPT in November 2022
as an exogenous technology shock, we apply difference-in-differences and event-study designs to
estimate how GenAlI has reshaped hiring across countries. Within each level of GenAl exposure
and occupation monetary policy sensitivity, we compare postings for occupations with higher
Al substitution vulnerability against those with lower vulnerability, isolating the labor-displacing
effects of GenAl from broader adoption trends and contemporaneous confounders such as the
monetary tightening cycle.

Drawing on 555 million job postings collected by Lightcast across 84 countries between 2021Q1
and 2025Q2, we find that GenAl affects labor demand and its impact varies across countries. In
HICs, on average, postings for occupations with above-median Al-substitution scores declined
by 5.8 percent on average relative to less substitutable occupations, and the effect intensified over
time. In contrast, the country-specific effect is more dispersed in non-HICs, and its average impact
is weaker and not statistically significant. These results are robust to placebo tests, alternative Al
exposure measures, alternative weighting schemes, and alternative sample selection criteria.

We further examine which country-level factors account for the uneven impact. The displace-
ment effect is stronger in countries with higher income, higher GenAl adoption, and better com-
plementary factors for GenAl adoption. The complementary factors range from better access to
digital infrastructure to more English proficiency, and most of their effects do not simply proxy
for cross-country income differences. Specialization in digital services exports may have ampli-

fied the displacement impact in some countries, though the results are not robust across different

ZFor instance, World Bank (2026) has shown that occupations more exposed to Al are seeing less hiring demand in
South Asia, with multinational affiliates experiencing declines twice as large as those of local firms, driven in part by
spillovers from Al adoption at their parent companies abroad.
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measures.

Together, these patterns suggest that GenAl’s labor market impact in any given country is
shaped by the pace of adoption, the complementary factors that enable it, and, potentially, through
international trade. These findings should not be read as reassurance for non-HICs. First, GenAl
diffusion is still in its early stages. Continued advances in this technology and gradual improve-
ments in complementary factors may accelerate adoption and amplify the displacement effect in
non-HICs in the coming years. Second, while the average displacement effect in non-HICs is
muted, we do detect statistically significant declines in postings for the most Al-substitutable oc-
cupations relative to the least ones. It suggests that displacement has already begun to reach the
most exposed segments of those labor markets. Third, our analysis focuses specifically on the
displacement effect of GenAl. Countries with muted displacement effects, especially those with
lower adoption, may capture the least of GenAl's productivity gains or new job-creation effects.
Quantifying these productivity and new job-creation effects is an important area for future re-

search.
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Appendix

Data

In this paper, we utilize country-industry-occupation employment counts from the International
Labour Organization’s ILOSTAT database?® to anchor two design choices in our analysis: the
qualifying-cell rule that defines our sample, and the employment-share weighting that corrects
for Lightcast’s occupational skew.

ILOSTAT ingests microdata from national Labour Force Surveys (LFS), harmonizes them to
international classifications (principally ISCO-08 for occupations, ISIC Rev. 4 for industries, and
ICSE-93/ICSE-18 for status in employment), and re-publishes a comparable cross-country panel.
The harmonization step is what makes cross-country comparison meaningful. Our extract is at
the country x year x one-digit ISCO occupation x two-digit NAICS industry level, restricted to
wage employees aged 15 and above. ILOSTAT’s raw extract covers over 100 economies, though
the panel is unbalanced; for our analysis, we restrict to 2021 onward to align with the Lightcast
window in Section 2.1. When a country has no LFS observation for a year inside our regression
window (most commonly 2023-2025), we carry forward the most recent pre-ChatGPT observation
(2021 or 2022). This affects fewer than 10 percent of country-year cells and does not alter the
qualitative pattern of results.

To merge with Lightcast at the (country, year, four-digit ISCO occupation, two-digit NAICS
industry) cell, we distribute the employment in each one-digit ISCO cell equally across its four-
digit subcategories. Industry codes are harmonized to a common two-digit grid, with two minor
roll-ups for consistency with LFS reporting.?” We exclude armed forces occupations and the agri-
culture industry, both of which are rarely covered by online job boards.

For sample construction, we first compute a coverage ratio, i.e. Lightcast postings divided
by LFS wage employment, for each (country, year, one-digit ISCO occupation, two-digit NAICS
industry) cell. And then we apply the qualifying-cell rule from Section 2.1: a cell qualifies if the

ratio reaches 1 percent in any sample year, and a country enters the baseline panel if it has at least

BILO Department of Statistics, ILOSTAT, https://ilostat.ilo.org/. Bulk LFS extracts downloaded Novem-
ber 2025.

#Codes 44 to 42 and 55 to 56, pooling motor-vehicle and other retail activities and pooling head-office/management
activities with administrative services. Both pairings reflect the lowest industry partition reported uniformly across LFS
releases.
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ten qualifying cells. The full sample is listed in Appendix Tables Al. As a robustness check, we
also construct an alternative sample using a country-level rule, requiring each country’s aggregate
posting-to-employment ratio to exceed 1 percent in 2023.

Because job postings in Lightcast skew toward high-skill, white-collar, and ICT-intensive oc-
cupations, unweighted estimates would mechanically up-weight cells where postings are dense
rather than where workers are. The ILOSTAT counts allow us to re-weight each cell by its share of
country wage employment and normalize across countries so that each contributes equally. This
makes estimated effects proportional to workers rather than vacancies and prevents a few large

economies from dominating the pool.
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Table Al: Countries in the 84-country baseline sample, by income group

HIC Non-HIC

Country #cells # postings #emp postings cell-emp Country #cells #postings  #emp postings cell-emp
emp country emp emp country emp
United States 158 37.86M 157.84M 24.0% 100.0%  Mexico 111 570M 17.16M 33.2% 34.9%
United Kingdom 149 11.64M  30.69M 37.9% 94.2%  Argentina 107 1.01IM  4.71M 21.4% 41.4%
France 142 14.54M  22.23M 65.4% 81.6%  Colombia 106 2.63M  7.93M 33.1% 42.2%
Australia 139 148M  9.84M 15.1% 71.2%  Morocco 104 426K 1.12M 38.1% 15.8%
Austria 138 148M  3.69M 40.2% 85.2%  Peru 101 425K 3.89M 10.9% 30.2%
Germany 137 13.25M  34.45M 38.5% 82.4%  Malaysia 98 348K  4.68M 7.4% 39.0%
Singapore 135 225M 211IM  106.6% 94.1%  Tunisia 92 73K 514K 14.2% 17.1%
Sweden 129 1.7IM  3.78M 45.4% 72.5%  Philippines 87 911K 5.09M 17.9% 15.3%
Chile 128 1.32M  491M 26.9% 59.6%  Ecuador 70 128K 588K 21.7% 10.8%
Ireland 128 420K 2.29M 18.3% 89.7%  India 65 1.95M 33.56M 5.8% 12.9%
Netherlands 127 3.17M 7.35M 43.1% 77.4%  Thailand 59 703K 2.93M 23.9% 10.7%
Switzerland 124 147M  3.73M 39.4% 82.2%  Lebanon 57 14K 252K 5.7% 18.9%
atar 122 102K 313K 32.6% 279%  Egypt 52 289K  2.48M 11.6% 10.6%
Belgium 120 2.02M  3.53M 57.2% 714% A gania 51 2K 153K 1.5% 17.3%
Poland 120 2.69M 7.33M 36.7% 47.8%  Mongolia 48 3K 146K 2.1% 15.8%
Denmark 116 917K 1.89M 48.5% 65.9%  Montenegro 45 766 76K 1.0% 29.9%
Italy 116 3.30M  11.87M 27.8% 54.2%  Ukraine 45 28K 2.26M 1.2% 13.8%
United Arab Emirates 114 588K 4.06M 14.5% 53.2%  Guatemala 44 13K 347K 3.8% 7.0%
Czech Republic 112 815K 2.54M 32.0% 52.6%  Pakistan 39 166K 893K 18.6% 2.4%
Portugal 111 1.16M  2.71M 42.7% 57.0%  Senegal 39 3K 185K 1.5% 5.5%
Malta 109 29K 259K 11.2% 88.7%  Turkey 34 595K  1.73M 34.4% 6.5%
Hungary 107 414K 2.26M 18.4% 50.5%  Bolivia 33 7K 142K 5.0% 3.0%
Slovakia 103 186K 1.36M 13.6% 53.9%  Dominican Rep. 32 2K 207K 1.1% 4.9%
Spain 101 563K  9.81M 5.7% 49.7%  Ghana 30 10K 182K 5.4% 2.6%
Romania 101 300K 3.08M 9.7% 459%  Bosnia & Herzegovina 23 4K 63K 6.5% 5.8%
Luxembourg 95 150K 216K 69.6% 72.5%  Suriname 23 889 16K 5.7% 9.4%
Costa Rica 93 194K 889K 21.8% 50.9%  Mozambique 20 1K 82K 1.6% 2.8%
Israel 93 228K 2.12M 10.8% 54.0%  Lesotho 19 253 10K 2.5% 2.3%
Greece 90 188K 903K 20.8% 25.0%  Somalia 19 2K 68K 2.6% 10.3%
Norwa 85 155K 1.12M 13.8% 40.8%  Armenia 17 1K 47K 2.7% 6.9%
Finlan 78 512K 1.15M 44.7% 46.4%  Iraq 17 5K 152K 3.1% 2.1%
Uruguay 76 43K 282K 15.2% 19.3%  Uganda 17 12K 172K 6.7% 2.9%
Lithuania 73 12K 626K 1.8% 46.0%  Zimbabwe 16 7K 50K 13.9% 2.2%
Cyprus 69 27K 139K 19.1% 31.7%  Niger 15 576 50K 1.2% 2.0%
Estonia 61 5K 239K 2.2% 35.3%  Ethiopia 14 5K 82K 6.3% 0.9%
Croatia 61 137K 350K 39.2% 23.0%  Angola 13 2K 39K 5.2% 0.8%
Latvia 55 3K 357K 0.9% 44.1%  Sri Lanka 13 2K 108K 1.6% 1.9%
Slovenia 54 106K 137K 77.3% 14.7% Rwanda 12 957 27K 3.5% 1.3%
Guyana 41 1K 29K 3.5% 15.1%  Zambia 12 508 64K 0.8% 2.4%
Bulgaria 40 13K 501K 2.6% 18.5%  Cameroon 11 3K 102K 2.9% 1.9%
Russia 23 425K 5.39M 7.9% 7.7%  Cambodia 11 1K 53K 2.8% 0.8%
Brunei 14 300 13K 2.3% 6.7%  North Macedonia 10 588 19K 3.2% 3.0%

Note: Countries are sorted by the number of distinct one-digit-occupation x two-digit-industry cells in which observed Lightcast postings reach 1% of cell-level wage employment in
any year between 2021 and 2025. Countries with at least ten such cells qualify for the baseline sample. Income classification follows the World Bank FY2026 grouping.



Expansion of the Country-adjusted GenAl exposure score Gmyrek, Viollaz, and Winkler (2026)
construct a country-specific measure of occupational GenAl exposure that corrects standard ex-
posure indices for cross-country differences in the task content of jobs. Using the PIAAC and
STEP skills surveys for 46 countries, they measure, at the two-digit ISCO level, four standardized
task-content pillars—computer use (CU), routine-manual (RM), non-routine-analytical (NRA),
and non-routine-interpersonal (NRI) intensity. They then estimate a single global generalized
additive model relating the occupational exposure index by Gmyrek et al. (2025) (ILO25) to these
pillars, Exposure = f1(CU) + f2(RM) + f3(NRA) + f4(NRI) + ¢, and take each occupation’s fitted
value as its country-adjusted exposure. From their data we use, for each of the 46 countries and
each two-digit occupation, the four task pillars, the original exposure score, the resulting adjusted
score, and the employment-share weights.

We extend this measure to all 84 countries in our sample and to the four-digit ISCO occupa-
tional level in three steps. First, we recover their mapping by refitting the same additive-spline
model on the 46 countries—estimated on the logit scale so that predicted exposure stays in (0, 1)—
which reproduces their published adjusted scores with a correlation of 0.998. Second, for the 49
sample countries without skills survey data, we impute each task pillar, separately by two-digit
occupation, from the country’s log GDP per capita (World Bank WDI) using a natural cubic spline
fit on the survey countries, and pass the imputed pillars through the recovered mapping. Third,
we disaggregate to four-digit occupations by scaling each four-digit exposure score from Gmyrek
et al. (2025) by its country’s two-digit adjustment ratio (the adjusted score divided by the original
ILO25 score), which preserves within-group variation while imposing the country adjustment and

aggregates back to the two-digit adjusted score.
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Additional Robustness Test Results
Continuous treatment

To examine whether our baseline results are sensitive to using the median cutoff to define high Al
substitution occupations, we re-estimate the baseline specification by replacing the binary treat-
ment indicator with the continuous occupation level Al substitution percentile (ranging from 0 to
1). Specifically, we use the interaction term AI Sub Score, x Post; to replace H, x Post;, and keep
the rest of the model specification identical to the baseline. By doing so, we utilize the full varia-
tion in Al substitutability across occupations to assess whether the estimated effects are consistent
with a dose-response relationship. Because the score now varies continuously from 0 to 1, the co-
efficients should be interpreted as the effect of moving an occupation from the least-substitutable
to the most-substitutable point along the Al-substitution distribution. As a result, they are me-
chanically larger in magnitude than the binary-treatment estimates in Table 1.

The results are shown in Table A2. For HICs, the average displacement effect on occupations
with the highest Al substitutability scores is about 16 percent in column (1) and 14 percent in the
preferred specification (column (2)). Both estimates are significant at the 1% level. The dynamic
effects in columns (1) and (2) show the same monotonic deepening effects over time as the baseline
results. For non-HICs, the average displacement effect is 9.8 percent in column (3) and attenuates
to 5.2 percent after controlling for Al exposure and monetary policy sensitivity. The average effects
are now significant at the 1 percent level. This result suggests that while the Al-displacement effect
is, on average, insignificant for occupations with above-median Al substitutability, it is significant
when comparing those with the highest Al substitutability with those with the least substitutabil-
ity. The dynamic effects for non-HICs are now significant but remain modest in magnitude, with

estimates substantially smaller than those for HICs.
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Table A2: Robustness: continuous Al-substitution score

Dependent variable: Number of job postings
HIC Non-HIC
@ (2) ) 4)

Panel A: Average effect

Al Sub Score x Post 0156 -0.137"** -0.098*** -0.052***
(0.015)  (0.014)  (0.022)  (0.019)

Panel B: Dynamic effects

Al Sub Score x Post Year 1 -0.090***  -0.085*** -0.097*** -0.071***
(0.015) (0.015) (0.024) (0.022)
Al Sub Score x Post Year 2 -0.170*** -0.146** -0.086**  -0.024
(0.018) (0.017) (0.027) (0.022)
Al Sub Score x Post Year 3 -0.245%**  -0.214*** -0.125*** -0.065**
(0.024) (0.023) (0.029) (0.027)
Country x Industry x Occupation FE Yes Yes Yes Yes
Country x Industry x Quarter FE Yes Yes Yes Yes
Other controls No Yes No Yes
Pre-trend Wald statistic 1.38 2.21 0.53 1.38
Pre-trend p-value 0.219 0.039 0.785 0.219
Number of countries 42 42 42 42
Observations 3,268,400 3,268,400 1,813,661 1,813,661

Notes. See Table 1. The binary high-Al-substitution indicator H is replaced by the continuous Al-substitution
percentile score, rescaled to [0, 1].

Alternative AI Exposure Measurements as Controls

Our baseline specification uses the GenAl exposure index from Gmyrek, Berg & Bescond (2023) to
construct the GenAl exposure decile-quarter fixed effects. To ensure our findings are not driven
by this specific control choice, we re-estimate the baseline DiD using four alternative exposure
measures and without the Al-exposure controls. The three alternative exposure measures are:
Eloundou et al. (2024) ("Eloundou”), Gmyrek et al. (2025) ("ILO25”), Gmyrek, Viollaz, and Win-
kler (2026) (”Country-adj.”), and Felten, Raj, and Seamans (2021) ("AIOE”).%0 Specifically, we re-

estimate the model specification in Column (2) of Table 1 for HICs and in Column (4) for non-HICs,

¥We extend this country-adjusted GenAl exposure measure to all 84 countries in our sample, as detailed in the
Appendix.
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respectively. It is also worth noting that the Gmyrek, Viollaz, and Winkler (2026) ("Country-adj.”)
is used to account for differences in countries” work content, especially computer use, which may

result in different exposure levels for the same occupation.

Table A3: Robustness: alternative GenAl exposure controls, 84-country sample

Dependent variable: job postings (PPML)

HIC Non-HIC

Eloundou ILO25 Country-adj. AIOE None Eloundou ILO25 Country-adj. AIOE None
() 2 3 4) ®) (6) @) ®) ) (10

Panel A: Static effect
H x Post -0.057*** -0.032***  -0.045""*  -0.062"** -0.068"**  -0.003 0.002 -0.006 -0.005 -0.009
(0.007)  (0.008) (0.007) (0.006)  (0.008)  (0.010)  (0.010) (0.009) (0.010)  (0.009)

Panel B: Dynamic effects

H x Post (Year 1) -0.033"*  -0.020™  -0.021"**  -0.032*** -0.040** -0.011  -0014  -0.023"" 0015  -0.014
(0.008)  (0.008) (0.007) 0.007)  (0.008)  (0.011)  (0.011) (0.010) 0.011)  (0.010)
H x Post (Year 2) 20.063"* -0.032**  -0.049"**  -0.069""* -0.075***  0.006  0.013 0.008 0.006  -0.002
(0.009)  (0.009) (0.008) (0.008)  (0.009)  (0.011)  (0.011) (0.010) 0.011)  (0.011)
H x Post (Year 3) 20.091*** -0.051***  -0.078"**  -0.105""* -0.105"** -0.000  0.016 0.004 0006  -0.013

0.011)  (0.012) (0.011) 0010)  (0.012)  (0.015)  (0.015) (0.013) 0.015)  (0.014)

Country x Industry x Occupation FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Country x Industry x Quarter FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Exposure-decile x Quarter FE Eloundou ILO25 Country-adj.! AIOE None Eloundou ILO25 Country-adj.! AIOE None
LP-MPS-decile x Quarter FE Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes
Pre-trend Wald statistic 1.56 1.33 1.69 1.82 111 2.01 1.78 1.80 1.01 1.51
Pre-trend p-value 0.155 0.242 0.120 0.091 0.351 0.060 0.099 0.096 0.419 0.169
Number of countries 42 42 42 42 42 42 42 42 42 42
Observations 3,268,400 3,268,400 3,219,409 3,268,400 3,268,400 1,813,661 1,813,661 1,746,426 1,813,661 1,813,661

Notes. See Table 1 for detailed model specification. Each column replaces the GBB-decile x quarter exposure FE with
the listed alternative; “None” drops the exposure FE entirely. Columns (1)—(5) restrict to HIC; columns (6)—(10) to
Non-HIC. Pre-trend Wald: joint test of pre-period coefficients (Q € [~7, —2]) from the matching event study. " The
columns for country-adjusted Al exposure use country x decile x quarter fixed effects, where the decile ranks
occupations by their country-adjusted GenAl exposure within each country.

Table A3 presents the results. As before, panel A reports the average effect, and panel B shows
the dynamic effects. Across all four alternatives, both the average and dynamic displacement
effects on occupations with higher Al substitutability in HICs remain statistically significant. The
magnitudes of the average effect range from —3.2% (under the ILO25 control) to —6.8% (with no
exposure control), suggesting that the Al-exposure controls absorb some variation linked to Al
substitution. Meanwhile, results in Columns (6)-(10) show that the average and dynamic effects

are consistently statistically insignificant in non-HICs. However, columns (4) and (6)-(9) show
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that the p-values for the pre-trend Wald test fall below 10 percent, violating the parallel-trends

assumption and indicating that the results should be treated with caution.

Alternative weighting strategy

In section 4, our baseline DiD and event study specifications use an equal-country employment-
share weighting scheme. The approach ensures that every country contributes equally to the
pooled estimates regardless of its absolute labor-market size. This choice is designed to prevent
a small number of large economies (such as the United States) from dominating the pooled re-
sults.*! However, this weighting strategy could mask the aggregate displacement effect by down-
weighting the largest labor markets relative to their share of global or income-group postings.
It can under-estimate the pooled GenAl displacement effect if the effect is concentrated in those
large labor markets.

To address this issue, we re-estimate the baseline model using employment counts by country-
occupation-industry cells as regression weights. This approach ensures that larger countries and
larger occupational cells contribute proportionally more to the pooled estimates. Table A4 reports
the results, with the corresponding event study results shown in Appendix Figure Al. For HICs,
the average displacement effect on high-Al-substitution occupations becomes larger in magnitude
under the raw-count weighting scheme, rising from 6-8 percent to 9-10 percent. The larger effect
seems to be driven by the larger HIC labor markets that experienced a more severe displacement
effect from GenAl. For non-HICs, in contrast, the point estimate in the preferred specification is
positive but remains statistically insignificant, reinforcing the baseline finding that the displace-

ment effect of Al is more muted in non-HICs.

*'The baseline weighting scheme is consistent with Section 5 where the cross-country heterogeneity regressions treat
each country as a unit of observation.
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Table A4: Robustness: alternative weighting (raw employment counts)

Dependent variable: Number of job postings

HIC Non-HIC
(1) 2) 3) 4)

Panel A: Average effect

H x Post 0.107°*  -0.087*** -0.051***  0.013
0.011)  (0.009)  (0.016)  (0.013)

Panel B: Dynamic effects

H x Post Year 1 -0.063*** -0.055*** -0.055***  0.002
(0.012) (0.010) (0.018) (0.015)
H x Post Year 2 -0.116***  -0.089*** -0.053***  0.023
(0.014) (0.011) (0.018) (0.014)
H x Post Year 3 -0.162***  -0.132***  -0.036* 0.017
(0.016) (0.014) (0.022) (0.017)
Country x Industry x Occupation FE Yes Yes Yes Yes
Country x Industry x Quarter FE Yes Yes Yes Yes
Other controls No Yes No Yes
Pre-trend Wald statistic 0.96 1.27 1.14 0.67
Pre-trend p-value 0.451 0.268 0.336 0.677
Number of countries 42 42 42 42
Observations 3,268,400 3,268,400 1,813,661 1,813,661

Notes. See Table 1. Sample: 84-country baseline. Weighting: raw employment counts (rather than equal-country

employment shares), so that larger countries and larger (occupation x industry) cells contribute proportionally more
to the pooled estimates.

Figure Al: Robustness event study, alternative weighting (raw employment counts)
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0.15 0.15

Before ChatGPT After ChatGPT Before ChatGPT

After ChatGPT

0.10 0.10

1
1
1
1
1
1
1
o [} !
.. | : |
o 1 [Te) |
& 0.00 | o 0.00 | 2 4 |
g BR 2 | SN NN
c c
@ 1 N 1
% -0.05 | % -0.05 |
£ 1 £ 1
ki 1 3 1
i -0.10 1 i -0.10 1
1 1
1 1
-0.15 1 -0.15 1
| 1
Pre-trend Wald = 1.27, p-vplue = 0.27 Pre-trend Wald = 0.67, p-value = 0.68
-0.20 | -0.20 |
1 1
-7 -6 -5 -4 -3 -2 -1 0 1 2 3 4 5 6 7 8 9 10 -7 -6 -5 -4 -3 -2 -1 0 1 2 3 4 5 6 7 8 9 10
2021Q1 2022Q1 2023Q1 2024Q1 2025Q1 2021Q1 2022Q1 2023Q1 2024Q1 2025Q1
Event time (quarters relative to ChatGPT release) Event time (quarters relative to ChatGPT release)

Note: See note to Figure 4. Weighting: raw employment counts.
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Alternative country sample

Our baseline sample of 84 countries is selected based on a cell-level coverage criterion. The se-
lection criterion screens out countries where Lightcast data coverage is too thin to deliver a rep-
resentative occupational distribution. However, some may argue that sufficient cell coverage is
not equivalent to sufficient data coverage, and other stricter selection criteria (such as setting a
threshold for postings as a share of employment) should be considered. Therefore, to assess the
sensitivity of our baseline findings to this sample selection rule, we re-estimate our baseline spec-
ifications with an alternative country sample. Specifically, we focus on a sample of 68 countries
where the posting-to-employment ratio exceeded 1% in 2023.

Table A5 reports the corresponding DiD estimates.?> The displacement effect on occupations
with higher AI substitutability in HICs remains largely unchanged. The effect averaged about
—5.5 percent and rose to about —8.1 percent by the third post-ChatGPT year, compared with —5.8
percent and —8.9 percent in our baseline. Similarly, the estimates from the pooled sample are
also strongly aligned with our baseline estimates. Last but not least, the non-HIC effect remains
small and statistically insignificant in our preferred model specification (i.e., Column (4)). Since
using the alternative, more stringent sample does not alter our baseline results, we employ the
84-country sample in the subsequent analyses to examine the factors influencing the differences

in GenAl’s displacement effect between HICs and non-HICs.

2 Appendix Figure A2 shows the corresponding event study results.
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Table A5: Robustness: 68-country sample

Dependent variable: Number of job postings

HIC Non-HIC Pooled sample
@ 2) @3) 4) 5) (6)

Panel A: Average effect

H x Post 0.076**  -0.055"** -0.041***  -0.007 -0.071*** -0.049***
(0.008)  (0.008)  (0.011)  (0.010)  (0.008)  (0.007)

Panel B: Dynamic effects

H x Post Year 1 -0.046*** -0.036*** -0.039***  -0.011 -0.047*** -0.035***
(0.009) (0.008) (0.012) (0.010) (0.008) (0.007)
H x Post Year 2 -0.088***  -0.059*** -0.049***  -0.011 -0.083*** -0.053***
(0.011) (0.009) (0.013) (0.011) (0.010) (0.009)
H x Post Year 3 -0.108*** -0.081*** -0.027** 0.010  -0.095*** -0.068***
(0.013) (0.012) (0.014) (0.013) (0.012) (0.011)
Country x Industry x Occupation FE Yes Yes Yes Yes Yes Yes
Country x Industry x Quarter FE Yes Yes Yes Yes Yes Yes
Other controls No Yes No Yes No Yes
Pre-trend Wald statistic 0.96 1.44 0.54 1.54 0.99 1.56
Pre-trend p-value 0.453 0.194 0.780 0.160 0.432 0.154
Number of countries 44 44 24 24 68 68
Observations 3,376,903 3,376,903 1,572,397 1,572,397 4,949,300 4,949,300

Notes. See Table 1. The sample is selected by the country-aggregate posting-to-employment threshold (>1% in 2023).
See Table ?? for the country list.

Figure A2: Robustness event study, 68-country sample
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Note: See note to Figure 4. Sample: 68 countries; window 2021Q1-2025Q2.
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Additional Figures

Figure A3: Country-specific substitution effects and the test of homogeneity across countries
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Note: Each observation is a country-specific substitution effect o, obtained by re-estimating the baseline PPML
specification on the 84-country sample with the treatment (H, x Post;) fully interacted with country, so that one effect
is recovered for each of the 84 countries. Fixed effects, weighting, and clustering are identical to the preferred
specification (country x industry x occupation, country x industry x quarter, GBB-decile x quarter,

LP-MPS-decile x quarter); see note to Figure 4. N = 5,082,061. Panel (a) plots the distribution of the 84 estimates; the
solid vertical line marks the median (—0.046) and the dashed vertical line marks zero. Panel (b) plots each a. against
GDP per capita (log scale); the fitted line is an inverse-variance-weighted (1/SE?) regression across all 84 countries
(slope —0.011), and the vertical axis is truncated to [—0.25, 0.25] for readability, although every country enters the fit.
A joint Wald test of the restriction that the effect is common across countries (Ho: a. = « for all ¢) is rejected

(F =5.73,p < 0.001).
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