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Abstract

Adaptive educational technology promises the personalization of teaching at a fraction
of its cost, but experimental estimates vary widely in magnitude and in sign, and existing
syntheses predate generative AI. We conduct a systematic review and meta-analysis of
randomized controlled trials, bringing computer-assisted learning platforms and gen-
erative Al tools into a common framework under common inclusion criteria and on a
common effect-size scale. Drawing on 191 effect sizes from 14 studies conducted in
ten economies, we estimate that adaptive and Al-enabled interventions raise student
learning by 0.125 sd relative to traditional instruction, above the median effect for ed-
ucation interventions evaluated by randomized trial. Among interventions delivering
Al-powered tutoring or instruction, the average effect is 0.12 sd. We find no evidence
that generative tools outperform the technologies that preceded them, though the confi-
dence interval is wide enough to bound rather than resolve that comparison. Effects on
socio-emotional outcomes are roughly a quarter the size, and we cannot reject the null
for teaching practices. Both estimates, however, rely on a small number of papers, thus
we treat these results as suggestive rather than conclusive. The evidence base remains
narrow: no low-income settings and costs reported in only two studies.
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1 Introduction

Learning deficits in low-income countries are large and persistent: fewer than 20 percent
of students meet minimum proficiency standards in mathematics (World Bank, 2018),
and more than half of ten-year-olds cannot read and understand a simple text (World
Bank, 2022). Part of this shortfall has been attributed to the mismatch between uniform,
grade-level instruction and the wide dispersion in student preparation within classrooms
(e.g., Muralidharan et al., 2019; Banerjee et al., 2007). Tutoring addresses this mismatch
directly and is among the most effective interventions documented in the education liter-
ature (Nickow et al., 2024), but its cost places it beyond the reach of most school systems at
scale (Kraft and Falken, 2021). Adaptive educational technology offers a potentially scal-
able alternative. Over the past decade schools have adopted computer-assisted learning
platforms that adjust content to each student’s demonstrated level, and, since the release
of large language models in late 2022, generative Al tools that tutor students through
open-ended dialogue. What both promise is the personalization that tutoring delivers, at

a marginal cost close to zero.

Whether adaptive technology delivers on this promise is contested, and experimental
estimates vary widely in magnitude and in sign. Adaptive computer-assisted instruc-
tion raised mathematics scores by 0.37 standard deviations (sd) over 4.5 months among
middle-school students in Delhi (Muralidharan et al., 2019), and an Al-powered mathe-
matics tutor delivered over a messaging application produced a gain of comparable size,
0.36 sd, among students in Ghana (Henkel et al., 2024). By contrast, unrestricted access to
a GPT-based tutor left high school students in Tiirkiye scoring 0.09 sd below peers who
never had access on subsequent unassisted exams; guardrails that withheld solutions re-
moved the harm without improving exam performance (Bastani et al., 2025). Effects of
computer-assisted learning have also proven smaller at scale than in pilot settings (Es-
cueta et al., 2020). Because studies differ in the technology deployed, the population
served, dosage, and implementation, little can be concluded from any one of them in
isolation. The existing syntheses of this experimental literature, moreover, predate gener-

ative Al entirely (Escueta et al., 2020; Rodriguez-Segura, 2022).

This paper provides a systematic review and meta-analysis of randomized controlled
trials (RCTs) that brings both generations of adaptive educational technology into a com-
mon framework, under common inclusion criteria and on a common effect-size scale.

Following PRISMA guidelines, we search eleven databases and include RCTs that eval-



uate an adaptive or Al-enabled intervention (machine-learning-based computer-assisted
learning, intelligent tutoring systems, generative Al, and large language model tools)
against a pure control group receiving traditional instruction, subject to explicit crite-
ria on balance, attrition, and outcome measurement. Drawing on 191 effect sizes from
14 studies conducted in ten economies, we estimate average effects on student learning,
on socio-emotional and behavioral outcomes, and on teaching practices, separately by
education level. We then examine heterogeneity along seven dimensions, including tech-
nology generation, intervention type, country income level, education level, implementer

identity, student age, and the degree of human mediation.

Two features of this literature complicate aggregation. Studies assess learning with
different instruments (standardized tests, course grades, subject-specific assessments)
that are not directly comparable across contexts, and most report several estimates from
the same experiment, across outcome measures, subgroups, and follow-up rounds. We
therefore convert every estimate into a standardized effect size (Lipsey and Wilson, 2001)
and aggregate using robust variance estimation (RVE) meta-regression, which weights
estimates by their precision and yields standard errors that remain valid under unknown
correlation among estimates from the same study (Hedges et al., 2010; Tanner-Smith and
Tipton, 2014). This framework allows us to retain the multiple outcomes each study re-
ports rather than reducing every study to a single estimate, and supports formal tests of

average effects and of moderators across studies.

Adaptive and Al-enabled interventions improve student learning. Pooling across
technologies and contexts, we estimate an average effect of 0.125 sd on learning and cog-
nitive outcomes. This estimated average effect sits above the median effect for education
interventions evaluated by RCTs, and within the range that Kraft (2020) argues should be
read as large when it arises from field experiments using broad achievement measures.

Effects are positive at every education level.

The more informative result is how little that estimate moves. Of the seven moderators
we examine, only one yields a difference we can distinguish from zero, and it rests on a
single program. Effects are not significantly smaller in high-income countries than in
low- and middle-income ones; they do not differ significantly by intervention type, by
student age, or by whether a teacher or tutor mediates the technology. Nor do they differ
significantly between the generation of tools that select from content authored in advance
and the generation that generates content at the point of use: the estimated differential
is 0.022 sd with a standard error of 0.075. That interval, spanning [—0.15,0.19], is wide

enough to accommodate an advantage as large as the pooled average effect, so it bounds



the difference between generations rather than resolving it. What the evidence supports
is the narrower statement that the experimental record to date shows no advantage for

the newer technology.

These gains on learning outcomes do not extend equally to other outcome domains.
Effects on socio-emotional and behavioral outcomes are positive but roughly a quarter the
size, at 0.029 sd, yet this estimate is drawn from only five papers, associated with too few
degrees of freedom to allow us to make inference. Similarly, we cannot reject the null of
no average effect on teaching practices, where three studies and 28 effect sizes leave little
power to detect one. Teacher-facing tools are the application that generative technology
has extended furthest beyond what earlier reviews could assess, and they are where our

evidence is thinnest.

Two features of the evidence base limit what any of these estimates can be used for.
First, it is narrow in ways that bear directly on policy. Specifically, researchers were in-
volved in implementing 16 of the 19 interventions we review, none was implemented by a
government alone, and no included study was conducted in a low-income country. How
these programs behave under public delivery at scale, in the systems with the largest
learning deficits, is therefore essentially unobserved. Second, only 2 of the 14 studies re-
port per-student costs on a comparable basis. Thus, the proposition that motivates the
entire literature, that personalization can be delivered at a fraction of the cost of human

tutoring, has almost never been measured alongside the effects it is meant to justify.

This paper contributes to three literatures. It updates the reviews of experimental
EdTech evidence by Escueta et al. (2020) and Rodriguez-Segura (2022), which together
cover the first generation of adaptive technology but treat high- and middle-income set-
tings separately and predate generative tools. We pool both generations and both settings
under common criteria, which is what allows the comparison across them to be made at
all. It also connects to the meta-analytic literature on tutoring, where Nickow et al. (2024)
report a pooled effect of 0.288 sd across preK-12 randomized trials. Our estimate for the
Al-powered tutoring subgroup is 0.12 sd, which places these tools below human tutoring
but at a small fraction of its cost. And it contributes methodologically by retaining every
extracted outcome for each study rather than selecting one estimate per study. This re-
veals that within-study variation across outcome measures is as wide as variation across
studies. For example, in one intervention, 0.60 sd separates the largest and smallest esti-

mates drawn from a single sample.

The rest of the paper is organized as follows. Section 2 describes the two genera-

tions of adaptive educational technology and the mechanisms through which they may



affect learning. Section 3 sets out the search, screening, and data extraction procedures,
the characteristics of the included studies, and the meta-regression framework. Section 4
presents average effects by outcome domain and education level, the heterogeneity re-
sults, evidence on tutoring interventions, and robustness checks. Section 5 discusses the

implications for policy and for future research and concludes.

2 Background: EdTech, Al, and Learning

2.1 Adaptive and Al-enabled educational technology

The interventions included in the review share one feature: adapt to the individual learner,
adjusting the content, difficulty, or feedback a student receives on the basis of that stu-
dent’s performance. Within that common feature they belong to two technological gen-

erations, which we distinguish by how instructional content is produced.

The first generation adapts by selecting from content authored in advance. For exam-
ple, Mindspark, evaluated by (Muralidharan et al., 2019), diagnoses a student’s achieve-
ment level and serves mathematics and language exercises matched to it rather than to
the grade in which the student is enrolled. Similarly, Lexia Core5 and Reading Plus adjust
the difficulty and pacing of reading material (Cockerill et al., 2024; Spichtig et al., 2019)
and intelligent tutoring systems, evaluated in (Baker et al., 2021), model which sub-skills
a student has mastered and supply hints within problems. The adaptation is algorithmic,

but the pool of instructional content is fixed.

The second generation entered classrooms following the public release of ChatGPT in
late 2022. These tools generate instructional content at the point of use rather than select-
ing it from a set authored beforehand, producing explanations, problems, or assessments
that were not specified in advance. Examples in our sample include Rori, a mathematics
tutor delivered over a messaging application in Ghana (Henkel et al., 2024), and GPT-

based tutors offered to secondary students in Tiirkiye (Bastani et al., 2025).

The distinction is one of how content is produced, not of what the technology is for or
of how it reaches the student. It therefore cuts across two further distinctions that we use
separately below. Interventions may target students or teachers, as with automated essay
feedback (Ferman et al., 2021) and computer-based professional development (Copur-
Gencturk et al., 2024); and the technology may be mediated by a teacher or tutor, or
used by students directly. Intelligent tutoring systems, in particular, belong to the first

generation under this definition even though they tutor individual students, because they



select from a fixed item bank. In what follows we use generative for the second generation,
first-generation for the technologies that preceded it, and adaptive and Al-enabled for the
full set of interventions we review. The intervention categories defined in Section 3 are
a separate classification, by domain of application, and retain the labels under which

studies were coded.

The existing reviews of this experimental literature cover the first generation only.
Escueta et al. (2020) organize evidence from developed countries into four categories —
access to technology, computer-assisted learning, technology-enabled behavioral inter-
ventions, and online learning — and Rodriguez-Segura (2022) applies a similar structure
to developing countries. Both were written before generative tools entered classrooms,
and each restricts attention to one side of the income divide. Neither therefore provides
an estimate that pools the two generations under common inclusion criteria, or that spans

high- and middle-income settings on a common effect-size scale.

2.2 Mechanisms

The rationale for adapting instruction to the individual student rests on the gap between
the level at which classrooms teach and the level at which students are prepared to learn.
The evaluation of Mindspark documents both parts of that gap in a single setting. Among
the Delhi middle-school students in that study, the average grade 6 student was around
2.5 grade levels behind the grade 6 standard in mathematics, and students enrolled in the
same grade spanned five to six grade levels of preparation.! Consistent with instruction
pitched above the level most students have reached, the authors cannot reject the null of
no test-score progress over the school year for the bottom third of the control group, de-
spite these students being enrolled in school. Software that diagnoses each student’s level
and serves content accordingly addresses this mismatch directly: lottery winners scored
0.37 sd higher in mathematics and 0.23 sd higher in Hindi over 4.5 months, with similar
absolute gains across the baseline achievement distribution and therefore far larger gains

relative to what weaker students would otherwise have learned.

Two features of that evaluation bear on how it should be read here. The program was
supplementary: 90 minutes a day in after-school centres, of which 45 minutes were spent

on the software and 45 minutes on group instruction from an instructor. The estimate

! These figures come from the software’s own diagnostic assessment of each student’s learning level,
taken from the initial diagnostic before any Mindspark instruction, and are available only for the treatment
group (Muralidharan et al., 2019).



therefore combines the technology, the group teaching, and the additional instructional
time, which the design cannot separate.? It is evidence on the mismatch that adaptive in-
struction is designed to address, and on what addressing it can achieve when technology
is added to existing instruction. It is not evidence on what happens when technology is
introduced in place of instruction, which is the more common case and the one we turn

to next.

Two mechanisms operate in the opposite direction. The first is displacement. Technol-
ogy is typically introduced in place of existing instruction rather than in addition to it, so
its measured effect depends on the counterfactual activity it replaces and is not necessar-
ily increasing in dosage. Bettinger et al. (2023) doubled weekly computer-assisted learn-
ing exposure from roughly 45 to 90 minutes among Russian primary school students,
substituting it for traditional homework; the higher dose produced effects no larger than

the lower one.

The second is effort substitution. When a tool can supply a finished solution on re-
quest, students may reduce the productive effort that generates learning, so that gains
observed while the tool is available do not persist once it is withdrawn. Bastani et al.
(2025) gave high school students in Tiirkiye unrestricted access to a standard GPT-4 in-
terface during mathematics practice. Performance on practice problems improved by 48
percent relative to the control group, but on a subsequent unassisted exam treated stu-
dents scored 17 percent (0.09 sd) below peers who had never had access. A modified
interface that supplied teacher-designed hints rather than solutions eliminated the nega-

tive effect, though it did not raise exam performance above the control mean.

Generative tools extend adaptation and feedback to open-ended work, and they are
also the tools capable of supplying a finished answer on request, the condition under
which effort substitution arises. Whether that difference is visible in measured effects,
and whether effects vary with the quality of the instruction being replaced or with the
presence of a teacher mediating the technology, are empirical questions we take up in
Section 4. Both generations require devices, electricity and, in most cases, connectivity,
which are scarcest in the settings where the mismatch documented above is most severe

(Rodriguez-Segura, 2022).

2 Muralidharan et al. (2019) argue that the software drives the result, citing a contemporaneous evalu-
ation in the same city and age group of after-school group tutoring without technology, which delivered
more than twice the instructional time and found no effect on test scores. That is an argument from a
separate experiment rather than an experimental decomposition within the study.



3 Methods

3.1 Data

To identify studies for inclusion we followed a three-stage process: search, screening
against pre-defined inclusion criteria, and data extraction using the IDEAL library proto-

col. The following sections describe each stage.

3.1.1 Search strategy and selection criteria

To identify studies for inclusion, we conducted a comprehensive search across eleven
electronic databases and repositories: Web of Science, ERIC, EBSCOHost, Scopus, Econ-
Papers, the International Initiative for Impact Evaluation (3ie) database, PubMed, the
SCALE repository, the World Bank Open Knowledge Repository, the ACM Digital Li-
brary, and the OECD iLibrary. These sources were selected to ensure coverage across
sectors and to include both published academic papers and working papers. The search
was restricted to studies published in English between 2015 and the search date. We ran
the search twice, first on 21 August 2025 and again on 4 May 2026, the second search
covering the interval since the first. To complement the database searches we conducted
backward and forward citation searches on all studies passing full-text screening, focus-
ing on those published after 2022, coinciding with the widespread onset of large language
model tools. Search strings were developed using keywords and controlled vocabulary
following a PICO-structured framework. The complete search strings for each database

are presented in Tables A1 and A2.

We defined study eligibility using the PICO-S framework (Population, Intervention,
Comparator, Outcome, and Study Design), presented in Table A3. Studies were eligible if
they satisfied all of the following criteria: (i) primary participants were students, teachers,
or school principals in preschool, primary, or secondary educational settings; (ii) the inter-
vention involved an Al-based tool applied for educational purposes, defined broadly to
encompass machine learning, natural language processing, large language models, gen-
erative Al, chatbots, and adaptive computer-assisted learning; (iii) the study compared
the intervention against a pure control group receiving traditional, non-technological
educational methods; (iv) outcomes included at least one measure of student learning,
non-cognitive skills, or teaching practice; and (v) the study design was a randomized

controlled trial.

In addition to the PICO-S criteria, we applied a set of methodological quality require-



ments during full-text screening. Included studies were required to: (i) report treatment
effects with precision estimates; (ii) use validated or externally recognized instruments
to measure outcomes; (iii) report balance tests demonstrating pre-treatment equivalence
between treatment and control groups; and (iv) report attrition below 30 percent, with

appropriate procedures to address differential attrition where detected.

3.1.2 Screening

Study screening was managed using the Rayyan systematic review platform. Following
the removal of duplicates, records were assessed by title and abstract against the eligibil-
ity criteria. All records returned by the first search were screened independently by two
human reviewers. All records returned by both searches were additionally screened us-
ing an Al tool developed for meta-analyses and systematic literature reviews (Sautmann
et al., 2026). Prompt construction was developed iteratively by comparing Al screening

results against human coding on the first set of papers.

In the second stage, the full texts of all records passing the initial screen were retrieved
and assessed. The Al tool classified each paper against each criterion as included, ex-
cluded, or flagged for additional review; all papers flagged for additional review were
assessed by the co-authors. Discrepancies between the Al classification and co-author
assessment were resolved by returning to the source document and through iterative dis-
cussion. Reasons for exclusion were documented for each record rejected at the full-text
stage. The complete study selection process is summarized in the PRISMA flow diagram

(Figure 1).

3.1.3 Data Extraction

Data extraction followed the IDEAL (Impact Data and Evidence Aggregation Library)
process. For each eligible study, information on treatment effects and precision estimates
was extracted independently by two coders — one study co-author and one external
coder — to minimize error and reduce the risk of selective reporting. A supervisor (exter-
nal to the study) independently verified all extracted data, and a subset was cross-checked
by a co-author not involved in the coding process. Discrepancies identified during verifi-

cation were resolved by returning to the source document.
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Figure 1: PRISMA 2020 Flow Diagram
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Figure 2: Studies Providing Causal Evidence
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For each study we extracted treatment effect estimates across three broad outcome
domains: learning outcomes (e.g., test scores, academic achievement), non-cognitive and
behavioral outcomes (e.g., motivation, engagement), and teaching practices (e.g., instruc-
tional time, pedagogical behavior). We collected treatment effects compatible with these
domains for all measures and time points available. Where more than one empirical spec-
ification was reported, we collected intention-to-treat estimates, and where more than one

such estimate was reported we followed the IDEAL preferred ranking.>

We also recorded study and sample characteristics relevant to the heterogeneity anal-
yses, including country, education level, sample size, and World Bank income group. In-
tervention characteristics — the specific technology deployed, its domain of application,

and the duration and mode of delivery — were also coded.*

The resulting dataset comprises 14 studies and 197 treatment effects, of which 191
enter the main estimation sample. The following subsections describe the main charac-

teristics of the included studies.

3.1.4 Study Characteristics

The final sample of 14 studies spans ten economies.” The list of studies is presented in
Table A4 and their descriptive statistics are summarized in Table A5. Studies are concen-

trated in high-income settings, reflecting the greater availability of the digital infrastruc-

3 https:/ /ideal-consortium.github.io/codingprotocol.html

“For a full description of the metadata extracted see https://ideal-consortium.github.io/Schema _
Index.html.

° Following World Bank convention we count Taiwan, China as an economy rather than a separate
country.
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ture required to deploy these tools. A smaller but growing share of the evidence base
comes from middle-income countries, particularly in East and South Asia, where large-
scale technology-in-education programs have been subject to rigorous evaluation in re-
cent years. No included study was conducted in a low-income country, which constitutes

a significant limitation of the existing evidence base.

In terms of publication status, the majority (71%) of included studies appeared in peer-
reviewed journals, the remainder consist of working papers. Across the sample, (57%) of
studies were published after 2022, reflecting the rapid acceleration of research interest

following the mainstream adoption of large language model tools.

Figure 3: Geographical Distribution of Studies

Notes: Shaded countries are those in which at least one included study was conducted. Shading is not
proportional to the number of studies. None of the countries represented is classified as low income by the
World Bank.

3.1.5 Intervention characteristics

Table A6 presents descriptive statistics of the interventions included in the review. In-
terventions were classified into three categories by primary domain of application. Of
the interventions in our sample, 42 percent were Al tools designed for direct student in-
struction, including intelligent tutoring systems, chatbots, and Al-powered reading or
mathematics practice tools. A further 37 percent were computer-assisted learning or in-
struction (CAL/CAI) platforms with adaptive features, included where the technology

met the review’s broad definition of machine-learning-enabled adaptation. The remain-
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ing 21 percent were tools designed to support teachers, including systems that automate

essay grading, generate formative feedback for educators, or assist with lesson planning.

We also classified interventions by education level. Most were delivered in primary
settings and a similar number in secondary settings, with early childhood settings rep-
resenting a small minority. These categories are not mutually exclusive, since several
interventions span more than one level, and the shares therefore sum to more than one
hundred percent. One might expect these tools to be concentrated at higher levels, since
most require basic literacy and digital skills; whether that expectation holds for measured

effects is a question we take up in Section 4.°

3.1.6 Outcome Characteristics

Outcomes were extracted at the student and teacher levels and classified into ten subcat-
egories before being aggregated into three broad domains. The learning and skills do-
main encompasses academic performance (e.g., standardized test scores, grades, subject-
specific assessments), cognitive ability, educational attainment, and digital skills. The
socio-emotional domain includes academic aspirations, behavioral outcomes, learning
engagement (e.g., absenteeism, participation, study time), and social and emotional com-
petencies such as self-efficacy and motivation. The teaching practices domain captures
perceptions and outcomes related to instructional behavior, time-on-task, and pedagogi-
cal quality. For a full description ot the outcomes included in each category, see Tables A8
to A10. Learning outcomes represent the large majority of extracted effect sizes, account-

ing for 71 percent of the dataset (refer to Table A11).

3.2 Analytical Strategy
3.2.1 Standardization of Outcomes

To enable comparison across studies using heterogeneous measurement instruments, all
estimates were converted to a standardized mean difference. For continuous outcomes,
this was computed as the ratio of the estimated treatment coefficient to the standard de-
viation of the outcome in the control group, taken at baseline or endline depending on
availability. For binary outcomes, odds ratios were converted using d = In(OR)/1.814.

Where standard deviations were not directly reported, they were approximated from the

® Further features of the interventions included in the review are presented in Table A7.
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reported standard error and sample size. Where sample sizes by treatment group at end-
line were missing, we approximated them using the proportions at baseline and the total
endline sample. Where baseline sample sizes by group were also unavailable, we used
the proportion of units assigned to treatment, which was mostly the case for studies ran-
domizing at a level above the unit of analysis. Where standard errors were unavailable,
the standard deviation was recovered from the reported two-sided p-value via the corre-

sponding normal quantile.

We applied the small-sample correction of Hedges et al. (2010) to all standardized
mean differences, and report Hedges’ ¢ throughout.” For studies randomizing at the
class or school level, standard errors were adjusted for clustering using the design effect
implied by the reported intracluster correlation where available. Outcomes coded in the
negative direction, such as absenteeism, disciplinary incidents, days suspended, and pro-
portion of courses failed, were sign-reversed so that positive values denote improvement

in every domain.

3.2.2 Meta-Regression

To synthesize evidence across studies we estimated robust variance estimation (RVE)
meta-regressions by outcome domain, using the robumeta package in Stata (Hedges
et al., 2010; Tanner-Smith and Tipton, 2014). A meta-regression framework accounts for
variation in effect sizes across studies and allows formal tests of heterogeneity and moder-
ator effects. Because many included studies report multiple effect sizes across outcomes,
subgroups, or time points; standard meta-analytic methods assuming independence are
not appropriate. RVE addresses this by producing cluster-robust standard errors that

remain valid when the within-study correlation structure is unknown.

We used the correlated-effects weighting scheme with an assumed within-study cor-
relation of p = 0.8, and clustered at the study level.® Because the number of clusters
contributing to each estimate is small, we applied the small-sample corrections of Tipton
(2015) and Tipton and Pustejovsky (2015), and report degrees of freedom alongside every
estimate. Following standard practice in this literature we do not interpret coefficients
estimated with fewer than four degrees of freedom, and mark them accordingly in the

tables.

7 Several included studies have analytic samples below 250 students, for which the uncorrected estima-
tor is upward biased.

8 Multi-arm studies contribute all arms to a single cluster, as do the two cohorts reported in Bhatt et al.
(2024), since arms drawn from the same experiment share a control group and are not independent.
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We employed random-effects weights, reflecting the expectation that true effect sizes
vary across studies owing to differences in populations, intervention designs, and im-
plementation contexts. Outcomes were first aggregated into the three broad domains
for the main analysis. To explore heterogeneity we introduced study-level moderators —
intervention category, education level, country income group, implementer identity, tech-
nology generation, participants” age at baseline, and whether the intervention requires a
human in the loop or is fully automated — as covariates. Moderators are introduced one
at a time rather than jointly, because with 14 studies contributing learning outcomes a
joint specification is not identified and the moderators are correlated with one another.
For the subset of studies evaluating Al for student instruction or tutoring we addition-
ally produced forest plots displaying individual and pooled effect sizes with 95 percent

confidence intervals.

Technology generation enters as one of these moderators. We coded each interven-
tion according to whether it adapts by selecting from content authored in advance —
computer-assisted learning platforms and intelligent tutoring systems — or generates in-
structional content at the point of use, as tools built on large language models do, follow-
ing the definition in Section 2.1. Assignment was based on the technology described in
each study. The contrast is estimated as an indicator in the same RVE specification, so the
reported coefficient is the average difference between generations rather than a separate

pooled estimate for each.

4 Results

4.1 Average effects by outcome domain and education level

Pooling effect sizes across technologies, contexts and education levels, we find that adap-
tive and Al-enabled interventions raise learning and cognitive outcomes by an average
of 0.125 sd (Table 1, Panel A, column (1)). Against the empirical benchmarks that Kraft
(2020) derives from 1,942 effect sizes across 747 randomized trials of pre-K-12 education
interventions, an effect of this magnitude falls in the upper half of the medium range,
above the median of 0.10 sd. According to Kraft (2020), effects of 0.10 to 0.15 sd should be
considered large when they arise from large-scale field experiments using broad achieve-

ment measures, which describes a substantial share of our sample.’

9 The comparison is approximate in one respect. Kraft's benchmarks are calibrated on standardized
achievement outcomes, whereas our learning domain also includes course grades, subject-specific assess-
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Estimating average effects separately by education level, we find that primary and
secondary estimates are almost identical, at 0.137 sd and 0.135 sd respectively (columns
(3) and (4)), however, primary estimates are not statistically significant. Additionally
neither is distinguishable from preschool in the moderator specification (Table 2, column
(4)). Even though the coefficients are almost identical, the lack of statistical significance of
the primary education estimates prevents us from drawing conclusions on the hypothesis
established in Section 3, that adaptive tools require the literacy and digital skills of older
students. The preschool estimate in column (2) rests on two studies and sixteen effect
sizes; it falls below the degrees-of-freedom threshold set out in Section 3.2.2 and we report

it without inference.

Table 1: Average Effect Size
(1) 2) ) (4)

Overall Preschool Primary Secondary

Panel A: Learning Outcomes

Constant 0.125%*  0.074***  0.137  0.135"**
(0.030)  (0.002)  (0.073)  (0.039)

N 133 16 36 81

DE 11 1 4 5

Panel B: Non-Learning Outcomes

Constant  0.029** 0.031** 0.018***
(0.009) (0.012) (0.000)

N 30 18 12

DF 3 2 1

Panel C: Teacher Outcomes

Constant  0.072 0.008
(0.073) (0.008)

N 28 8

DF 2 1

Notes: This table present average effect sizes of EdTech interventions on students’ learning (Panel A), non-
learning (Panel B) outcomes and on teacher’s outcomes (Panel C). Column (1) presents the average effect
sizes across all educational levels, and columns (2) to (4) presents results by educational level. With the
degrees of freedom rule now stated in Section 3.2.2, the Preschool cell in Panel A, the cells in Panel B, and
the cells in Panel C are below threshold.

ments and digital skills. In the distribution in Kraft (2020), effects on narrow measures run larger than on
broad ones (medians of 0.17 and 0.10 sd), so a mixed set of instruments sits between the two.
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Figure 4: Treatment Effects - Teaching Outcomes

Country | Study | Intervention | Outcome Effect Size (SD)
|
Brazil | Ferman, et al., 2021 | Enhanced AWE | Annotations somewhat useful | —h— 0.30
Brazil | Ferman, et al., 2021 | Enhanced AWE | Time avl. fo improve grammar : e 026
Brazil | Ferman, et al., 2021 | Pure AWE | Annotations somewhat useful : e 025
Brazil | Ferman, et al., 2021 | Enhanced AWE | Time avl. fo improve writing t & 023
[

Brazil | Ferman, et al., 2021 | Enhanced AWE | Time avl. o improve literature B e — 02

Brazil | Ferman, et al., 2021 | Enhanced AWE | N. Essays Graded : A 0.18
Brazil | Ferman, et al., 2021 | Pure AWE | N. Essays Graded : 4 0.16
Brazil | Ferman, et al., 2021 | Enhanced AWE | N. Essays Commented/Annotated T 5 0.16
Brazil | Ferman, et al., 2021 | Enhanced AWE | Annotations very useful : —h— 013
Brazil | Ferman, et al., 2021 | Pure AWE | N. Essays Commented/Annotated : & 013
Brazil | Ferman, ef al., 2021 | Pure AWE | N. Essays Discussed wi Teacher : A 0.12
Brazil | Ferman, et al., 2021 | Enhanced AWE | N. Essays Discussed w/ Teacher | o IR QI
|

0.04
0.03
0.02
002
0.01
Brazil | Ferman, et al., 2021 | Pure AWE | Time avl. to improve literature 0.01
USA | Wang, etal., 2024 | Tutor CoPilot | Session Rating -0.00
USA | Wang, et al., 2024 | Tutor CoPilot | Tutor cared about understanding over memaorizing -0.00

Russia | Bettinger, et al., 2023 | CAL Dosage 2X | Language preparation e
[
—A—
—a
S —
+
A
A
Brazil | Ferman, et al., 2021 | Pure AWE | Time avl. to improve grammar —Jr— -0.01
—‘,I—
|
[
|
—‘_'—

USA | Wang, etal., 2024 | Tutor CoPilot | Tutor Rating
Brazil | Ferman, et al., 2021 | Pure AWE | Annotations very useful
USA | Wang, et al., 2024 | Tutor CoPllot | Tutor cared about math perfarmance

Brazil | Ferman, et al., 2021 | Pure AWE | Time avl. to improve writing

Russia | Bettinger, et al, 2023 | CAL Dosage 2X | Math preparation 002
Russia | Bettinger, et al., 2023 | CAL Dosage 1X | Language preparation -0.02

Russia | Bettinger, et al., 2023 | CAL Dosage 1X | Math preparation -0.05

|
|
|

-5 0 5

Notes: Each row is a study-level estimate on teaching-practice outcomes, expressed in standard deviations,
with 95% confidence intervals. Estimates come from three studies (Ferman et al., 2021; Bettinger et al., 2023;
Wang et al., 2024). No pooled estimate is reported: with three contributing studies, an average would be
estimated with too few degrees of freedom to be informative.

These gains do not extend equally to the other outcome domains. Estimated effects
on socio-emotional and behavioral outcomes are positive and statistically significant but
considerably smaller, at an average of 0.029 sd (Panel B, column (1)), roughly a quarter
of the average effect on learning, and this pattern holds in both primary and secondary
settings.!? These effects, however, are estimated on five papers and 30 effect sizes, thus
falling below the degrees of freedom threshold for us to make reliable inference. There-
fore, we take these results on non-learning outcomes as suggestive. For teaching practices

we cannot reject the null of no effect. The estimated average is 0.072 sd with a standard er-

19 Outcomes coded in the negative direction were sign-reversed prior to aggregation, as described in
Section 3.2.1, so a positive estimate denotes improvement throughout.
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ror of 0.073, based on 28 effect sizes across three studies (Panel C). Because so few studies
measure outcomes in this domain, we present the study-specific estimates individually
in Figure 4 rather than relying on the pooled average. These estimates scatter around
zero, and the largest of them come from a single evaluation of automated essay feedback
in Brazil, where they concern teachers’ reported use of time and their assessment of the

annotations the system produced rather than direct measures of instructional quality.

4.2 Heterogeneity

Table 2 introduces study-level moderators into the pooled specification one at a time,
and Figure 5 plots the subgroup means these estimates imply. Of the six moderators we

examine, only one yields a difference we can statistically distinguish from zero.

While the estimated effect is smaller in high-income countries than in low- and middle-
income countries, the difference of —0.117 sd is not statistically significant (Table 2, col-
umn (2)). We find a similar pattern for intervention type, where tutoring and computer-
assisted learning are estimated 0.093 and 0.051 sd above teacher support (Table 2, column
(3)), and for education level, where primary is 0.097 sd above preschool and secondary
0.040 sd above it (Table 2, column (4)); in neither case can we distinguish the categories
from one another. The coefficient on age at baseline is close to zero and imprecisely esti-
mated (Table 2, column (7)). The same holds for technology generation. An indicator for
generative interventions yields a differential of 0.022 sd on learning outcomes and 0.025
sd on non-learning outcomes, neither distinguishable from zero (Table 3). The learning
interval, spanning [—0.15,0.19], is wide enough to accommodate an advantage as large
as the pooled average effect, so it bounds the difference between generations rather than

resolving it.

The exception is the implementer contrast (Table 2, column (5)). Programs in which a
government took part are estimated 0.421 sd above the programs that were implemented
by private institutions (column (5)). We do not interpret this as evidence that govern-
ments implement these programs more effectively as the estimate derives from a single
program. We therefore report it without significance markers. A more plausible reading
is selection, that is, that programs tend to reach government scale after they have demon-
strated promise, so those evaluated at that scale are unlikely to be a random draw from

the technologies available.

The contrast between mediated and unmediated interventions requires a further caveat.

Its estimate is negative, at —0.098 sd (column (6)), which would place fully automated
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tools above those in which a teacher or tutor mediates the technology, although the esti-
mate relies on too few degrees of freedom to enable us to report reliable inference. More
importantly, this specification is estimated on 73 of the 133 effect sizes, because computer-
assisted learning platforms were left uncoded on this dimension. The comparison is
therefore internal to the subset of interventions that are not computer-assisted learning,
and the category labeled fully automated excludes the CAL platforms that account for a

substantial share of the sample.

Taken together, these results suggest that the sources of heterogeneity we can test do
not account for much of the variation in estimated effects. With 14 studies contributing
learning outcomes, moderators correlated with one another, and few clusters informing
each contrast, we often lack the power to detect differences of the magnitude these sub-
groups would plausibly exhibit. We therefore report these estimates as an indication of
what the current evidence can and cannot support, rather than as a ranking among sub-

groups.

Figure 5: Heterogeneity Analysis

Pooled Sample C —e-
High-income - -e-
Low- & Middle-income - {-—— - ¢———
Tutoring el CEE R
CALICAI - S
Teacher Support4 =====- A
Secondary :
Primary
Preschool
Researchers e
Government : e
Private --—————————————————————;———G- —————————————————————————
Human in the loop —o-

Fully automated - R

-1 -5 0 5 1
Average Effect (SD) - Learning and cognitive skills

Notes: Each marker is the average effect on learning and cognitive skills for the indicated subgroup, esti-
mated by robust variance estimation meta-regression with random-effects weights and an assumed within-
study correlation of p = 0.8. Horizontal lines are 95% confidence intervals. The estimation sample excludes
De Simone et al. (2025), dropped for attrition above 30 percent. Subgroups are not mutually independent:
moderators are correlated with one another, and the government estimate rests on a single program.
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Table 3: Average Effect Size - First Gen vs. GenAl

1)
Overall
Panel A: Learning Outcomes
GenAl 0.022
(0.075)
Constant 0.122**
(0.038)
N 133
DF 5

Panel B: Non-Learning Outcomes

GenAl 0.025
(0.015)
Constant 0.018***
(0.005)
N 30
DF 2

Notes: This table reports the average effect size of Generative Al (GenAl) interventions relative to first-
generation educational technology. The GenAl coefficient captures the differential effect relative to the
first-generation baseline; the constant represents the average effect size for first-generation interventions.
Panel A presents results for learning outcomes and Panel B for non-learning outcomes.

4.3 Al-powered tutoring results

Figure 6 presents study-specific effect sizes for the subset of interventions classified as Al-
powered student tutoring or instruction, measured on learning outcomes. The seventeen
estimates are drawn from six studies. On average, these interventions produce meaning-

ful improvements in student learning, which are equivalent to 0.12 standard deviations.

The effect sizes range from —0.09 to 0.55 sd. Two features of this dispersion are worth
noting. The first is that variation within studies is as wide as variation across them. The
four estimates drawn from the intelligent tutoring system evaluated by Baker et al. (2021)
span 0.60 sd, from 0.55 on vocabulary knowledge to —0.05 on expressive vocabulary, even
though they come from a single intervention and a single sample. The measure chosen
therefore shifts the estimate by as much as the study chosen, which is one reason we
retain all extracted outcomes for each study rather than selecting a single measure from

each.

The second is that cumulative exposure does not order the estimates. Dosage varies

over two orders of magnitude across these studies, and none of that variation maps onto
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the ranking of estimated effects. The least intensive intervention in our sample, at a single
hour, produces estimates of 0.19 and —0.06 sd, while the six estimates from the Saga
program, which pairs software with an in-person tutor over 45 hours, are all positive and
tall between 0.04 and 0.20 sd.

The two lowest estimates in the figure come from the two generative arms of Bastani
et al. (2025), at —0.01 and —0.09 sd. These arms differ only in whether the tutor was
restricted to supplying hints rather than solutions, and the restricted version is the higher

of the two, although the difference between them is small relative to their standard errors.

The pooled estimate for this subgroup is 0.168 sd, implied by column (3) of Table 2.
Nickow et al. (2024) report a pooled effect of 0.288 sd (se 0.029) across randomized field
experiments of preK-12 tutoring programs. The two literatures differ in populations,
outcome measures and comparison conditions, so the difference cannot be interpreted as

a direct estimate of their relative effectiveness.

Additional lessons that emerge from this group of studies is that the strongest results
come from tutoring models embedded in a broader instructional strategy, with clear ob-
jectives, alignment to the curriculum, and safeguards against misuse. Also, training and
support are essential. Teachers and students need guidance to use Al tools responsibly

and effectively.

4.4 Robustness checks

Table A12 reports the main estimates when we restore De Simone et al. (2025) to the esti-
mation sample. The average effect on learning rises from 0.125 to 0.134 sd across 139 effect
sizes, and the generative differential rises from 0.022 to 0.043 sd while remaining statis-
tically insignificant (Table A13). Estimates for non-learning and teaching outcomes are
unchanged, since this study contributes only learning outcomes. Excluding it is therefore
conservative both for the pooled average effect and for the comparison between genera-

tions.

Tables A14 and A15 report estimates under alternative assumptions about the within-
study correlation, setting p to 0.4, 0.6 and 0.8. Neither the estimated coefficients nor
their standard errors change materially across these specifications, which is the expected
pattern under the correlated-effects weighting described in Section 3.2.2 when between-

study heterogeneity is large relative to within-study sampling variance.
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Figure 6: Forest Plot — Tutoring Interventions, Learning Outcomes

Country | Study | Intervention | Outcome ‘ Effect Size (SD)
USA | Baker, et al., 2021 | Al-Tutoring | Vocabulary knowledge } A 0.55
Ghana | Henkel, et al., 2024 | Math Al-Tutoring | Math assessment i —h— 0.36
Nigeria | De Simone, et al., 2025 | Al Chatbot | Total score (weighted) } —h— 0.31
Nigeria | De Simone, et al., 2025 | Al Chatbot | Third term exam score } —h— 0.21
USA | Bhatt, et al., 2019 | Saga Tutoring | Math GPA, end-year grade- Cohort 1 i - 0.20
China | Cheng, et al., 2024 | Chatbot+reading | Word learning total —?—A— 0.19
USA | Bhatt, et al., 2019 | Saga Tutoring | Math GPA- Cohort 1 } e 017
USA | Bhatt, et al., 2019 | Saga Tutoring | Math GPA- Cohort 2 i —h— 015
USA | Bhatt, et al., 2019 | Saga Tutoring | Math GPA, mid-year grade, 1y later- Cohort 1 }—‘r 0N
USA | Baker, et al., 2021 | Al-Tutoring | Receptive vocabulary —}A— 0.08
USA | Bhatt, et al., 2019 | Saga Tutoring | Math GPA, mid-year grade, 1y later- Cohort 2 —‘r‘— 0.05
USA | Bhatt, et al., 2019 | Saga Tutoring | Math GPA, end-year grade- Cohort 2 —J:‘— 0.04
USA | Baker, et al., 2021 | Al-Tutoring | Reading comprenhension —+— 0.01
Tarkiye | Bastani, et al., 2025 | GPT Tutor | Performance Exam —*— -0.01
USA | Baker, et al., 2021 | Al-Tutoring | Expressive vocabulary —-M:— -0.05
China | Cheng, et al., 2024 | Chatbot+reading | Story comprehension total —AJ‘— -0.06
Turkiye | Bastani, et al., 2025 | GPT Base | Performance Exam —A—} -0.09
Overall i <> 0.12
|
T \ T 1
-5 0 5 1

Notes: Each row is a study-level estimate in standard deviations with its 95% confidence interval, for in-
terventions classified as student tutoring or instruction with learning outcomes. Where a study reports
several learning measures, the figure displays the measures listed in the row labels rather than all estimates
extracted; the pooled estimate shown by the diamond is computed over the displayed estimates and is
therefore not directly comparable to the meta-regression estimates in Table 1. Unlike the main estimates,
this figure includes De Simone et al. (2025).

4.5 Cost Evidence

Only 3 of the 14 included studies report per-student costs on a comparable basis. That
near-absence is itself a finding, as claims about the scalability of these technologies rest

on cost assumptions that the experimental literature has not tested.

What the three studies show is a wide spread. Software-based interventions cost be-
tween $68 and $243 per student-month and between roughly $1,000 and $1,500 per stan-
dard deviation of learning (Muralidharan et al., 2019; De Simone et al., 2025), against
$13,093 per standard deviation for technology-supported human tutoring (Bhatt et al.,
2024).!" Placed on the cost benchmarks Kraft (2020) proposes alongside his effect-size
bands (low below $500 per pupil, moderate from $500 to below $4,000, and high at $4,000

or above), Mindspark is a medium effect at low cost, and the Saga program a medium

1 See Table A16. All figures are in 2022 PPP-adjusted dollars.
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effect at moderate cost.!?

Three caveats should be stated explicitly. The comparison rests on three observations.
The reported costs omit the infrastructure — devices, electricity, connectivity — that de-
ployment in low-resource settings would require, which is precisely the cost that binds
in the settings with the largest learning deficits. And the cost per standard deviation for
De Simone et al. (2025) is computed from an effect size we exclude from the main esti-

mates for attrition, so that figure is not on the same footing as the other two.

5 Discussion and Concluding Remarks

Across 14 randomized trials, spanning three intervention types and two technological
generations, adaptive and Al-enabled interventions raise student learning by an average
of 0.125 sd relative to traditional instruction. On the benchmarks Kraft (2020) derives
from 747 education RCTs, an effect of that size sits above the median for the field and
within the range he argues should be read as large when it comes from field experiments

using broad achievement measures.

Notably, that average effect holds in primary and secondary schooling, in high- and in
middle-income countries, across tutoring systems, computer-assisted learning platforms
and teacher-facing tools, and across the two technological generations that this litera-
ture spans. The generative tools that arrived after 2022 do not outperform the adaptive
software that preceded them, though the evidence is not precise enough to exclude a

moderate advantage in either direction.

That consistency is this paper’s principal contribution relative to the existing synthe-
ses. Escueta et al. (2020) and Rodriguez-Segura (2022) each survey one side of the income
divide and both predate the arrival of generative tools in classrooms. Our pooled estimate
is consistent with what the computer-assisted learning literature they review had already
established. The relevant result is not that the newer tools work better but that estimated
effects are similar across generations, education levels and income contexts once the two

literature are placed on a common effect-size scale under common inclusion criteria.

Two caveats attach to reading consistency as a finding rather than as an absence of

power. The confidence intervals around most subgroup estimates are wide enough to

12 Total per-pupil cost is the monthly figure multiplied by program duration: approximately $307 over
4.5 months for Mindspark and $2,488 over nine months for Saga. Kraft’s bands are denominated in 2016
dollars and ours in 2022 PPP dollars, so the placement is indicative rather than exact.
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accommodate differences of policy-relevant size, and with 14 studies and moderators
correlated with one another we would often fail to detect such differences even if they
existed. Consistency here means that the evidence does not reveal systematic variation,

not that systematic variation has been ruled out.

In terms of policy implications, the estimates support a narrow claim and rule out sev-
eral broader ones. What they support is that these technologies produce gains of roughly
0.125 sd relative to traditional instruction, obtained across a wide range of tools, settings
and delivery models. The infrastructure requirement nonetheless remains binding, spe-
cially in low- and middle-income countries, where devices, electricity and connectivity
are scarcest and the mismatch between instruction and student preparation is most se-

vere.

What the estimates do not support is a ranking among delivery models. We cannot
distinguish mediated from unmediated tools, and the point estimate on human mediation
is negative, so this paper cannot be used to argue that these technologies work best as a
complement to teachers rather than a substitute for them. The one documented case of
harm arose under unmediated student use, but that is a single experiment, not a pattern
our estimates identify. The honest summary is that the evidence is silent on the design

question that ministries most often face.

Nor do the estimates speak to performance at scale under public delivery. Researchers
were involved in implementing sixteen of the 19 interventions we review, and none was
implemented by a government alone. Programs in which a government took part show
markedly larger effects, but that estimate derives from a single program and a single clus-
ter; we report it and decline to interpret it. The more plausible reading is selection, since
programs tend to reach government scale after they have demonstrated promise. How
these technologies behave when a ministry rather than a research team is responsible for

implementation remains, on the experimental record, essentially unobserved.

This study has limitations. The evidence base is small and unevenly distributed: four-
teen studies support the pooled estimate, fewer support each subgroup, the moderators
are correlated with one another, and several cells rest on a single cluster, so the hetero-
geneity results should be read as descriptive rather than as tests. The sample is also
skewed toward researcher-implemented pilots in high- and middle-income countries,
and no included study was conducted in a low-income country. Finally, the generative
studies are very recent, and their published effects may reflect early adopters, novelty,
and models that have since been superseded, giving these estimates a shorter shelf life

than the first-generation results against which we compare them.
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Table A1: Search Trials Log — First Search (August 21, 2025)

Database Search String Filters / Notes Hits

Scopus ( TITLE-ABS-KEY ( teachs OR educators OR instructors OR students OR Social sciences, computer 1,792
learner* OR tutor OR classroom* OR schoolx OR "school principal" ) AND SCienCG,pSYChOlOgY}ECO—
TITLE-ABS-KEY ( "artificial intelligence" OR AI OR "educational technologx" nomics.

OR "computer—-assisted" OR "adaptive learning*" OR "intelligent tutor*" OR
"edtech" OR "educational software*" OR "automated grading" OR "large language
model*" OR "machine learning" OR "mobile app*" OR "smartphone app*" OR ICT OR
"information and communication technologx" OR chatbotx OR "automated feedback"
OR "mobile learning" OR "online learning" OR "e-learning" OR "natural language
processing” OR "blended learning" ) AND TITLE-ABS-KEY ( "academic achievement"
OR "educational achievement" OR "academic performance" OR "learning outcomes"
OR "test scorex" OR literacy OR numeracy OR "cognitive skills" OR dropout OR
absenteeism OR attendance OR graduation OR gradex OR "instructional practicex"
OR "professional development" OR "instructional quality" OR pedagogx OR "time
use" OR workload OR "principal leadership" OR well-being OR wellbeing OR "mental
health" OR "social W/3 emotional” OR "socioemotional" OR anxiety OR stress

OR depression OR "behaviox" OR "social skill*" OR "emotional skillx" ) AND
TITLE-ABS-KEY ( "randomix controlled trial" OR "randomx assign*" OR "randomx
allocat*" OR "random*x select*" OR "randomly divided" OR RCT OR randomized

OR randomised OR "experimental study" OR "field experimentx" OR "impact

evaluation*" OR "program evaluationx" ) )

(continued on next page)
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(continued from previous page)

Database Search String Filters / Notes Hits
Web of Science  TOPIC: (teachs OR educator* OR instructors OR students OR learners OR tutor Education, psychology, com- 1,350
OR classroom* OR schoolx OR "school principal") AND TOPIC: ("artificial puterscience,econonlkﬁ.

intelligence” OR AI OR "educational technolog*" OR "computer-assisted" OR
"adaptive learningx" OR "intelligent tutorx" OR "edtech" OR "educational
softwarex" OR "automated grading" OR "large language modelx" OR "machine
learning" OR "mobile app=*" OR "smartphone appx*" OR ICT OR "information and
communication technologx" OR chatbot* OR "automated feedback" OR "mobile
learning" OR "online learning" OR "e-learning" OR "natural language processing"
OR "blended learning") AND TOPIC: ("academic achievement" OR "educational
achievement" OR "academic performance" OR "learning outcomes" OR "test scorex"
OR literacy OR numeracy OR "cognitive skills" OR dropout OR absenteeism OR
attendance OR graduation OR gradex OR "instructional practicex" OR "professional
development" OR "instructional quality" OR pedagog* OR "time use" OR workload
OR "principal leadership" OR well-being OR wellbeing OR "mental health"

OR social NEAR/3 emotional OR "socioemotional" OR anxiety OR stress OR
depression OR "behavio*" OR "social skillx" OR "emotional skill*") AND TOPIC:
("randomix controlled trial" OR "random* assign*" OR "randomx allocat=*" OR
"randomx select*" OR "randomly divided" OR RCT OR randomized OR randomised OR
"experimental study" OR "field experimentx" OR "impact evaluationx" OR "program

evaluationx")

(continued on next page)



e

(continued from previous page)

Database

Search String Filters / Notes

Hits

ERIC

EconPapers

description: (teachx OR educatorx OR instructor* OR student* OR learnerx OR tutor Peermevievvedjournalarﬁ-
OR classroom* OR schoolx OR "school principal") AND description: ("artificial cles.
intelligence” OR AI OR "educational technolog*" OR "computer-assisted" OR

"adaptive learningx" OR "intelligent tutorx" OR "edtech" OR "educational

softwarex" OR "automated grading" OR "large language modelx" OR "machine

learning" OR "mobile app=*" OR "smartphone appx*" OR ICT OR "information and
communication technologx" OR chatbot* OR "automated feedback" OR "mobile

learning" OR "online learning" OR "e-learning" OR "natural language processing"

OR "blended learning") AND description: ("academic achievement” OR "educational
achievement" OR "academic performance" OR "learning outcomes" OR "test scorex"

OR literacy OR numeracy OR "cognitive skills" OR dropout OR absenteeism OR

attendance OR graduation OR gradex OR "instructional practicex" OR "professional
development" OR "instructional quality" OR pedagog* OR "time use" OR workload

OR "principal leadership" OR well-being OR wellbeing OR "mental health" OR

social N3 emotional OR "socioemotional" OR anxiety OR stress OR depression OR
"behavio*" OR "social skill*" OR "emotional skillx") AND description: ("randomix
controlled trial" OR "randomx assign*" OR "randomx allocatx" OR "randomx*

select*" OR "randomly divided" OR RCT OR randomized OR randomised OR

"experimental study" OR "field experimentx" OR "impact evaluationx" OR "program

evaluationx")

Same string as Web of Science, formatted for the RePEc search engine. VVOrkhigIJaperscn'arﬁcles

1,073

364

(continued on next page)
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(continued from previous page)

Database Search String Filters / Notes Hits
PubMed ((teachx[Title/Abstract] OR educator[Title/Abstract] OR Human species; classical 331
instructors[Title/Abstract] OR studentx[Title/Abstract] OR articles and RCTs.

learner* [Title/Abstract] OR tutor[Title/Abstract] OR classroomx[Title/Abstract]
OR school*[Title/Abstract] OR "school principal"[Title/Abstract])) AND
(("artificial intelligence"[Title/Abstract] OR AI[Title/Abstract] OR
"educational technologx"[Title/Abstract] OR "computer-assisted" [Title/Abstract]
OR "adaptive learning*"[Title/Abstract] OR "intelligent tutor+"[Title/Abstract]
OR "edtech"[Title/Abstract] OR "educational softwarex"[Title/Abstract] OR
"automated grading" [Title/Abstract] OR "large language model«"[Title/Abstract]
OR "machine learning"[Title/Abstract] OR "mobile app=*"[Title/Abstract] OR
"smartphone app*"[Title/Abstract] OR ICT[Title/Abstract] OR "information

and communication technolog*"[Title/Abstract] OR chatbotx[Title/Abstract] OR
"automated feedback"[Title/Abstract] OR "mobile learning"[Title/Abstract] OR
"online learning"[Title/Abstract] OR "e-learning"[Title/Abstract] OR "natural
language processing" [Title/Abstract] OR "blended learning"[Title/Abstract]))
AND (("academic achievement"[Title/Abstract] OR "educational

achievement" [Title/Abstract] OR "academic performance" [Title/Abstract]

OR "learning outcomes" [Title/Abstract] OR "test scorex"[Title/Abstract]

OR literacy[Title/Abstract] OR numeracy[Title/Abstract] OR

"cognitive skills"[Title/Abstract] OR dropout[Title/Abstract]

OR absenteeism[Title/Abstract] OR attendance[Title/Abstract] OR
wellbeing[Title/Abstract] OR "mental health"[Title/Abstract]

OR "socioemotional" [Title/Abstract] OR anxiety[Title/Abstract]

OR stress[Title/Abstract] OR depression[Title/Abstract])) AND

(("randomi* controlled trial"[Title/Abstract] OR RCT[Title/Abstract] OR
randomized[Title/Abstract] OR "field experiment+"[Title/Abstract] OR "impact

evaluation*"[Title/Abstract]))

(continued on next page)



(continued from previous page)

Database Search String Filters / Notes Hits
ACM Digital [[Abstract: teachx] OR [Abstract: educator*] OR [Abstract: student*] OR ]ournal articles. 114
Library [Abstract: learner+] OR [Abstract: classroom*] OR [Abstract: school*]] AND

[[Abstract: "artificial intelligence"] OR [Abstract: "machine learning"] OR

[Abstract: "large language model*"] OR [Abstract: chatbot*] OR [Abstract:

"educational technologx"] OR [Abstract: "adaptive learningx"] OR [Abstract:

"intelligent tutorx"] OR [Abstract: "e-learning"] OR [Abstract: "blended

learning"]] AND [[Abstract: "academic achievement"] OR [Abstract: "learning

outcomes"] OR [Abstract: "test scorex"] OR [Abstract: wellbeing] OR [Abstract:

"mental health"] OR [Abstract: "instructional quality"] OR [Abstract:

pedagogx]] AND [[Abstract: "randomi* controlled trial"] OR [Abstract: rct]

OR [Abstract: randomized] OR [Abstract: "field experimentx+"] OR [Abstract:

83 "impact evaluationx"]]
GenAl and education repos- 32

Scale (Stan-
ford)

GenAI and education; impact evaluation - RCT.

itory; RCT filter applied.

(continued on next page)



2

(continued from previous page)

Database Search String Filters / Notes Hits
EBSCOHost AB (teachx OR educator* OR instructor* OR studentx OR learners OR tutor OR PSYCAI‘tiCleS, EconlLit, Politi- 22
classroom* OR school* OR "school principal") AND AB ("artificial intelligence" calSckﬂqce(:onnpleha

OR AI OR "educational technologx" OR "computer-assisted" OR "adaptive learningx"
OR "intelligent tutor*" OR "edtech" OR "educational softwarex" OR "automated
grading" OR "large language model*" OR "machine learning" OR "mobile app*" OR
ICT OR "information and communication technolog*" OR chatbot* OR "automated
feedback" OR "mobile learning" OR "online learning" OR "e-learning" OR "natural
language processing” OR "blended learning") AND AB ("academic achievement" OR
"educational achievement" OR "academic performance" OR "learning outcomes"

OR "test scorex" OR literacy OR numeracy OR "cognitive skills" OR dropout

OR attendance OR wellbeing OR "mental health" OR social N3 emotional OR
"socioemotional” OR anxiety OR stress OR depression) AND AB ("randomix
controlled trial" OR "randomx assign*" OR RCT OR "experimental study" OR "field

experiment+" OR "impact evaluationx")

(continued on next page)
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(continued from previous page)

Database

Search String Filters / Notes Hits

3ie

WB Open
Knowledge

OECD iLibrary

abstract: (("artificial intelligence" OR AI OR "educational technolog*" OR Innpactevaluaﬁons;educa— 10
"computer—-assisted" OR "adaptive learningx" OR "intelligent tutorx" OR "edtech" tion filter.
OR "educational softwarex" OR "automated grading”" OR "large language modelx*" OR

"machine learning" OR "mobile appx" OR ICT OR "information and communication

technolog*" OR chatbot* OR "automated feedback" OR "mobile learning" OR

"online learning" OR "e-learning" OR "natural language processing" OR "blended

learning")) AND abstract: (("academic achievement" OR "educational achievement"

OR "academic performance" OR "learning outcomes" OR "test score*" OR literacy

OR numeracy OR "cognitive skills" OR dropout OR attendance OR wellbeing OR

"mental health" OR "socioemotional" OR anxiety OR stress OR depression)) AND

abstract: (("randomix controlled trial” OR RCT OR randomized OR "experimental

study" OR "field experiment*" OR "impact evaluationx")) AND abstract: ((teachx OR

educator* OR student* OR learner* OR classroomx OR schoolx)

(teacher OR student OR school OR classroom) AND ("artificial intelligence" OR Shfntersearcklstrh1g1ised, 9
"educational technology" OR ICT OR "digital learning" OR "online learning"

OR "e-learning" OR "mobile learning" OR "learning analytics") AND ("learning

outcomes"”" OR "academic performance" OR achievement OR wellbeing OR "mental

health" OR motivation OR "test scores") AND (RCT OR randomized OR randomised

OR "field experiment” OR "impact evaluation" OR "program evaluation")

(1) education AND technology Shorter search string used. 0

(2) education AND "artificial intelligence"

TOTAL 1st SEARCH 5,097
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Table A2: Search Trials Log — Second Search (May 4, 2026), covering August 2025 — May 2026

Database Search String Filters / Notes Hits

Scopus Same string as Search Same subject areas. Date 819
limited to Aug 2025 — May
2026.

ERIC Same string as Search Peer-reviewed journal arti- 213
cles. Date range updated.

EconPapers Same string as Search Working papers or articles. 131
Date range updated.

PubMed Same string as Search Human species; RCTs. Date 55
range updated.

Scale (Stan- Same string as Search RCT filter applied. Date 34

ford) range updated.

EBSCOHost Same string as Search Same databases as Search 1. 19
Date range updated.

3ie Same string as Search Date range updated. 0

WB Open Same string as Search Date range updated. 0

Knowledge

TOTAL 2nd SEARCH 1,271




Table A3: Inclusion Criteria

Program beneficiaries

Interventions

Study design

Outcomes of interest

Publication type

Publication date
Geography

Quality assessment

Studies where primary users are students, teachers, or school princi-
pals/administrators in educational settings (k12).

Programs implementing artificial intelligence for educational pur-
poses. To classify interventions as Al, we used the broader defini-
tion of Al to include Machine Learning, Natural Language Process-
ing, Large Language Models, Generative-Al, etc. Hence, we include
interventions that use tools powered by Al to personalize learning,
automate feedback, and support student progress. This includes in-
terventions such as chatbots and intelligent tutoring systems, but also
computer-assisted learning with adaptive capabilities.

Studies implementing experimental methods. At least one treatment
arm must be able to isolate the effect of Al, with the comparison group
being traditional educational methods.

Student learning outcomes, non-learning outcomes (including socio-
emotional skills, mental health, aspirations), and teaching practices.

Peer-reviewed journal articles, and working papers published by for-
mal institutions (e.g., WB, NBER, IZA, etc.)

2015-present
Global

Report treatment effects with precision estimates; use validated or ex-
ternally recognized tools to measure outcomes; report balance tests;
and report attrition below 30%, with appropriate procedures to ad-
dress differential attrition, where detected.
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Table A5: Descriptive Statistics - Studies

Mean Standard deviation

Conducted in a high-income country  0.57 0.51
Published in peer-reviewed journal 0.71 0.47
Publication timing
2015-2018 0.00 0.00
2018-2022 0.43 0.51
2022-2025 0.57 0.51

Table A6: Descriptive Statistics - Interventions

Mean Standard deviation

Intervention Category

Al student tutoring / instruction 0.42 0.51
Computer-assisted / adaptive learning (CAL/CAI) 0.37 0.50
Al for teacher training/support 0.21 0.42
Implementer type
Researchers 0.84 0.37
Government 0.11 0.32
NGO 0.16 0.37
Private 0.42 0.51
Education level
Pre school 0.16 0.37
Primary 0.53 0.51
Secondary 0.47 0.51
Human in the loop intervention 0.33 0.49
Disadvantaged 0.32 0.48
Age at baseline 11.20 4.08
Total dosage in hours 39.35 59.54
Duration in months 5.78 2.61
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Table A8: Variables Mapping - Learning Outcomes

Category

Outcome

Academic
performance

Analytic Skills Score (ENEM); Arithmetic computation; Comprehension;
Data interpretation; Depth of vocabulary knowledge; English Skills Score;
Expressive one-word picture vocabulary test; Fixation duration; Fixa-
tions per 100 words; Fractions and decimals; Full Score (ENEM); Gates—
MacGinitie reading test; Geometry and measurement; Hindi at or above
grade level; Idiom learning; Inferential comprehension; Interpret and in-
tegrate ideas and information; KS1 raw reading score; Language test
score; Literal comprehension; Make straightforward inferences; Math
GPA; Math assessment; Math at or above grade level; Math test score;
National Assessment Test; Non-Math GPA; Numbers; Overall GPA; Pat-
tern recognition; Performance Exam; Performance Practice Assessment;
Phonetic radical; Policy Proposal Score (ENEM); Radical position; Read-
ing rate; Receptive one-word picture vocabulary test; Regressions per 100
words; Retrieve explicitly stated information; School exam: Aggregate;
School exam: English; School exam: Hindi; School exam: Math; School
exam: Science; School exam: Social Science; Scores in Language-Related
Tests; Scores in Non-Language-Related Tests; Scores in Writing (Narra-
tive/Biography); Semantic radical; Sentence completion; Sequence un-
derstanding; Standardized IRT scores: Hindi; Standardized IRT scores:
Math; Standardized Reading Score; Standardized math score; Story com-
prehension total; Syntactic Skills Score (ENEM); Third Term Exam; Total
Score (IRT Scaled); Total Score (Weighted); Total test SS; Trends in Inter-
national Mathematics and Science Study; Vocabulary; WRMT-III score;
Word learning total; Word problems computation

Educational
attainment

Proportion of Overall Courses Failed; Proportion of Math Courses Failed;
Proportion of Non-Math Courses Failed

Cognitive
ability

Draw a Man; 1Q

Digital skills

Al Skills Score; Digital Skills Score
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Table A9: Variables Mapping - Non-Learning Outcomes

Category

Outcome

Academic as-
pirations

Language interest; Math interest; Plans for 2020 include PS; Willingness
to go to college

Behavior

Number of Disciplinary Incidents; Number of Days Suspended Out of
School

Learning en-

Time language homework; Time math homework; Exit Ticket Attempted;

gagement Exit Ticket Passed Conditional; Exit Ticket Passed Unconditional; Study
time; Participation Points; Hours working outside school; Number of
ENEM Essays Written; Number of Days Absent

Social- Motivation; Self-esteem; Even when math is hard I know I can learn it

emotional

skills

Table A10: Variables Mapping - Teaching Outcomes

Category Outcome

Perceptions  Session Rating; Tutor Rating; Annotations were somewhat useful; Anno-
tations were very useful; My tutor cared about how well I do in math; My
tutor cared understanding math over memorizing the solution

Teaching Language preparation; Math preparation; Number of ENEM Essays

practices Graded; Number of ENEM Essays Commented / Annotated; Number of

ENEM Essays Discussed Individually with Teacher; Time available to im-
prove students knowledge in grammar; Time available to improve stu-
dents knowledge in literature; Time available to improve students knowl-
edge in writing; Time available summary index; Training Feedback and
Individualized Pedagogy Summary Index
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Table A11: Descriptive Statistics - Outcomes

Mean Standard deviation

Education level

Pre school 0.08 0.27
Primary 0.45 0.50
Secondary 0.60 0.49
Outcome category
Learning and skills 0.71 0.45
Cognitive ability 0.01 0.10
Educational attainment 0.09 0.29
Academic performance 0.61 0.49
Socio-emotional skills, behavior and aspirations  0.15 0.36
Academic aspirations 0.03 0.18
Behavior 0.01 0.10
Learning engagement 0.09 0.29
Social-emotional skills 0.01 0.12
Teaching practices 0.14 0.35
Perceptions 0.04 0.20
Teaching practices 0.10 0.30
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Table A12: Average Effect Size - Incl De Simone, et al.
(1) 2) ) (4)

Overall Preschool Primary Secondary

Panel A: Learning Outcomes

Constant 0.134***  (0.074*** 0.137 0.150***
(0.030) (0.002) (0.073) (0.037)

N 139 16 36 87

DF 12 1 4 6

Panel B: Non-Learning Outcomes

Constant  0.029** 0.031** 0.018***
(0.009) (0.012) (0.000)

N 30 18 12

DF 3 2 1

Panel C: Teacher Outcomes

Constant  0.072 0.008
(0.073) (0.008)

N 28 8

DF 2 1

Notes: This table present average effect sizes of EdTech interventions including De Simone et al. (2025),
initially excluded due to attrition level exceeding 30 percent. The table reports effects on students’ learning
(Panel A), non-learning (Panel B) outcomes and on teacher’s outcomes (Panel C). Column (1) presents the
average effect sizes across all educational levels, and columns (2) to (4) presents results by educational level.
With the degrees of freedom rule stated in Section 3.2.2, the Preschool cell in Panel A, the cells in Panel B,
and the cells in Panel C are below threshold.
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Table A13: Average Effect Size - First Gen vs. GenAl - Incl. De Simone, et al.

D
Overall
Panel A: Learning Outcomes
GenAl 0.043
(0.066)
Constant 0.122**
(0.038)
N 139
DF 8

Panel B: Non-Learning Outcomes

GenAl 0.025
(0.015)
Constant 0.018***
(0.005)
N 30
DF 2

Notes: This table reports the average effect size of Generative Al (GenAl) interventions relative to first-
generation educational technology, including De Simone et al. (2025), initially excluded due to attrition level
exceeding 30 percent. The GenAl coefficient captures the differential effect relative to the first-generation
baseline; the constant represents the average effect size for first-generation interventions. Panel A presents
results for learning outcomes and Panel B for non-learning outcomes.
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Table A15: Average Effect Size - First Gen vs. GenAl - Varying ICC

(1) (2) (3)
ICC=0.8 ICC=0.6 ICC=0.4

Panel A: Learning Outcomes

GenAl 0.022 0.022 0.022
(0.075) (0.074) (0.074)
Constant 0.122**  0.122**  0.122**
(0.038) (0.038) (0.038)
N 133 133 133
DF 5 5 5

Panel B: Non-Learning Outcomes

GenAl 0.025 0.025 0.025
(0.015)  (0.015)  (0.015)
Constant 0.018*** 0.018*** (0.018***
(0.005)  (0.005)  (0.005)
N 30 30 30
DF 2 2 2

Notes: This table reports the average effect size of Generative Al (GenAl) interventions relative to first-
generation educational technology, varying the within study ICC assumed value between p = 0.8 (Col 1),
p = 0.6 (Col 2), and p = 0.4 (Col 3). The GenAl coefficient captures the differential effect relative to the
first-generation baseline; the constant represents the average effect size for first-generation interventions.
Panel A presents results for learning outcomes and Panel B for non-learning outcomes.

Table A16: Cost-benefit: Learning Outcomes
Cost/mo (PPP) Cost/SD (PPP)

DeSimone, et al, 2025 242.83 1,530.43
Muralidharan, et al, 2019 68.24 1,023.56
Bhatt, et al, 2019 276.41 13,093.08

Notes: All costs are 2022 PPP adjusted $. Cost per month = cost per pupil
per month. Cost per SD = cost for total duration of program divided by
composite g.
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